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    Elixir

  
  
    
  
    
    Kreuzberg - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg 
    



      
High-performance document extraction for Elixir.
Examples
# Extract from binary with MIME type
{:ok, result} = Kreuzberg.extract(pdf_binary, "application/pdf")

# With configuration
config = %Kreuzberg.ExtractionConfig{force_ocr: true}
{:ok, result} = Kreuzberg.extract(pdf_binary, "application/pdf", config)

# Bang variant
result = Kreuzberg.extract!(pdf_binary, "application/pdf")

      


      
        Summary


  
    Functions
  


    
      
        batch_extract_bytes(data_list, mime_types, config \\ nil)

      


        See Kreuzberg.BatchAPI.batch_extract_bytes/3.



    


    
      
        batch_extract_bytes!(data_list, mime_types, config \\ nil)

      


        See Kreuzberg.BatchAPI.batch_extract_bytes!/3.



    


    
      
        batch_extract_bytes_async(data_list, mime_types, config \\ nil)

      


        See Kreuzberg.AsyncAPI.batch_extract_bytes_async/3.



    


    
      
        batch_extract_files(paths, mime_type \\ nil, config \\ nil)

      


        See Kreuzberg.BatchAPI.batch_extract_files/3.



    


    
      
        batch_extract_files!(paths, mime_type \\ nil, config \\ nil)

      


        See Kreuzberg.BatchAPI.batch_extract_files!/3.



    


    
      
        batch_extract_files_async(paths, mime_type \\ nil, config \\ nil)

      


        See Kreuzberg.AsyncAPI.batch_extract_files_async/3.



    


    
      
        cache_stats()

      


        See Kreuzberg.CacheAPI.cache_stats/0.



    


    
      
        cache_stats!()

      


        See Kreuzberg.CacheAPI.cache_stats!/0.



    


    
      
        classify_error(reason)

      


        See Kreuzberg.UtilityAPI.classify_error/1.



    


    
      
        clear_cache()

      


        See Kreuzberg.CacheAPI.clear_cache/0.



    


    
      
        clear_cache!()

      


        See Kreuzberg.CacheAPI.clear_cache!/0.



    


    
      
        detect_mime_type(data)

      


        See Kreuzberg.UtilityAPI.detect_mime_type/1.



    


    
      
        detect_mime_type_from_path(path)

      


        See Kreuzberg.UtilityAPI.detect_mime_type_from_path/1.



    


    
      
        discover_extraction_config()

      


        See Kreuzberg.ExtractionConfig.discover/0.



    


    
      
        do_embed(texts, config \\ nil)

      


        Generate text embeddings for a list of strings.



    


    
      
        do_embed!(texts, config \\ nil)

      


        Generate text embeddings, raising on error.



    


    
      
        embed(texts, config \\ nil)

      


        See Kreuzberg.do_embed/2.



    


    
      
        embed!(texts, config \\ nil)

      


        See Kreuzberg.do_embed!/2.



    


    
      
        extract(input, mime_type, config \\ nil)

      


        Extract content from binary document data.



    


    
      
        extract!(input, mime_type, config \\ nil)

      


        Extract content, raising on error



    


    
      
        extract_async(input, mime_type, config \\ nil)

      


        See Kreuzberg.AsyncAPI.extract_async/3.



    


    
      
        extract_file(path, mime_type \\ nil, config \\ nil)

      


        Extract content from a file at the given path.



    


    
      
        extract_file!(path, mime_type \\ nil, config \\ nil)

      


        Extract content from a file, raising on error.



    


    
      
        extract_file_async(path, mime_type \\ nil, config \\ nil)

      


        See Kreuzberg.AsyncAPI.extract_file_async/3.



    


    
      
        extract_with_plugins(input, mime_type, config \\ nil, plugin_opts \\ [])

      


        Extract content with plugin processing support.



    


    
      
        get_embedding_preset(name)

      


        See Kreuzberg.UtilityAPI.get_embedding_preset/1.



    


    
      
        get_error_details()

      


        See Kreuzberg.UtilityAPI.get_error_details/0.



    


    
      
        get_extensions_for_mime(mime_type)

      


        See Kreuzberg.UtilityAPI.get_extensions_for_mime/1.



    


    
      
        list_embedding_presets()

      


        See Kreuzberg.UtilityAPI.list_embedding_presets/0.



    


    
      
        render_pdf_page(path, page_index, opts \\ [])

      


        Render a single PDF page as a PNG image.



    


    
      
        render_pdf_pages_stream(path, opts \\ [])

      


        Return a lazy Stream that yields {page_index, png_binary} tuples.



    


    
      
        validate_binarization_method(method)

      


        See Kreuzberg.Validators.validate_binarization_method/1.



    


    
      
        validate_chunking_params(params)

      


        See Kreuzberg.Validators.validate_chunking_params/1.



    


    
      
        validate_confidence(confidence)

      


        See Kreuzberg.Validators.validate_confidence/1.



    


    
      
        validate_dpi(dpi)

      


        See Kreuzberg.Validators.validate_dpi/1.



    


    
      
        validate_language_code(code)

      


        See Kreuzberg.Validators.validate_language_code/1.



    


    
      
        validate_mime_type(mime_type)

      


        See Kreuzberg.UtilityAPI.validate_mime_type/1.



    


    
      
        validate_ocr_backend(backend)

      


        See Kreuzberg.Validators.validate_ocr_backend/1.



    


    
      
        validate_tesseract_oem(oem)

      


        See Kreuzberg.Validators.validate_tesseract_oem/1.



    


    
      
        validate_tesseract_psm(psm)

      


        See Kreuzberg.Validators.validate_tesseract_psm/1.



    





      


      
        Functions


        


    

  
    
      
    
    
      batch_extract_bytes(data_list, mime_types, config \\ nil)



        
          
        

    

  


  

See Kreuzberg.BatchAPI.batch_extract_bytes/3.

  



    

  
    
      
    
    
      batch_extract_bytes!(data_list, mime_types, config \\ nil)



        
          
        

    

  


  

See Kreuzberg.BatchAPI.batch_extract_bytes!/3.

  



    

  
    
      
    
    
      batch_extract_bytes_async(data_list, mime_types, config \\ nil)



        
          
        

    

  


  

See Kreuzberg.AsyncAPI.batch_extract_bytes_async/3.

  



    

    

  
    
      
    
    
      batch_extract_files(paths, mime_type \\ nil, config \\ nil)



        
          
        

    

  


  

See Kreuzberg.BatchAPI.batch_extract_files/3.

  



    

    

  
    
      
    
    
      batch_extract_files!(paths, mime_type \\ nil, config \\ nil)



        
          
        

    

  


  

See Kreuzberg.BatchAPI.batch_extract_files!/3.

  



    

    

  
    
      
    
    
      batch_extract_files_async(paths, mime_type \\ nil, config \\ nil)



        
          
        

    

  


  

See Kreuzberg.AsyncAPI.batch_extract_files_async/3.

  



  
    
      
    
    
      cache_stats()



        
          
        

    

  


  

See Kreuzberg.CacheAPI.cache_stats/0.

  



  
    
      
    
    
      cache_stats!()



        
          
        

    

  


  

See Kreuzberg.CacheAPI.cache_stats!/0.

  



  
    
      
    
    
      classify_error(reason)



        
          
        

    

  


  

See Kreuzberg.UtilityAPI.classify_error/1.

  



  
    
      
    
    
      clear_cache()



        
          
        

    

  


  

See Kreuzberg.CacheAPI.clear_cache/0.

  



  
    
      
    
    
      clear_cache!()



        
          
        

    

  


  

See Kreuzberg.CacheAPI.clear_cache!/0.

  



  
    
      
    
    
      detect_mime_type(data)



        
          
        

    

  


  

See Kreuzberg.UtilityAPI.detect_mime_type/1.

  



  
    
      
    
    
      detect_mime_type_from_path(path)



        
          
        

    

  


  

See Kreuzberg.UtilityAPI.detect_mime_type_from_path/1.

  



  
    
      
    
    
      discover_extraction_config()



        
          
        

    

  


  

See Kreuzberg.ExtractionConfig.discover/0.

  



    

  
    
      
    
    
      do_embed(texts, config \\ nil)



        
          
        

    

  


  

Generate text embeddings for a list of strings.
Parameters
	texts - List of strings to embed
	config - EmbeddingConfig struct or nil

Returns
	{:ok, [[float()]]} - List of embedding vectors
	{:error, reason} - Embedding failed

Examples
# Embed with default config (balanced preset)
iex> {:ok, embeddings} = Kreuzberg.embed(["Hello world", "How are you?"])
iex> length(embeddings) == 2
true

# Embed with a specific preset
iex> config = %Kreuzberg.EmbeddingConfig{model: {:preset, "fast"}}
iex> {:ok, embeddings} = Kreuzberg.embed(["Hello world"], config)
iex> is_list(hd(embeddings))
true

  



    

  
    
      
    
    
      do_embed!(texts, config \\ nil)



        
          
        

    

  


  

Generate text embeddings, raising on error.
Same as do_embed/2 but raises a Kreuzberg.Error on failure.
Examples
# Embed and get results directly
iex> embeddings = Kreuzberg.embed!(["Hello world"])
iex> is_list(embeddings)
true

# Each embedding is a list of floats
iex> [vector | _rest] = Kreuzberg.embed!(["Test sentence"])
iex> is_float(hd(vector))
true

  



    

  
    
      
    
    
      embed(texts, config \\ nil)



        
          
        

    

  


  

See Kreuzberg.do_embed/2.

  



    

  
    
      
    
    
      embed!(texts, config \\ nil)



        
          
        

    

  


  

See Kreuzberg.do_embed!/2.

  



    

  
    
      
    
    
      extract(input, mime_type, config \\ nil)



        
          
        

    

  


  

      

          @spec extract(
  binary(),
  String.t(),
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) ::
  {:ok, Kreuzberg.ExtractionResult.t()} | {:error, String.t()}


      


Extract content from binary document data.
Performs document extraction on binary input with support for various file formats.
Returns extracted content including text, metadata, tables, images, and more.
If no configuration is provided, uses default extraction settings.
Parameters
	input - Binary document data to extract from
	mime_type - MIME type of the document (e.g., "application/pdf", "text/plain")
	config - ExtractionConfig struct, map, keyword list, or nil (optional, defaults to nil)

Returns
	{:ok, ExtractionResult.t()} - Successfully extracted content with metadata
	{:error, reason} - Extraction failed with error message

Examples
# Extract from binary with MIME type
{:ok, result} = Kreuzberg.extract(pdf_binary, "application/pdf")
result.content

# Extract with configuration
config = %Kreuzberg.ExtractionConfig{ocr: %{"enabled" => true}}
{:ok, result} = Kreuzberg.extract(pdf_binary, "application/pdf", config)

# With keyword list configuration
{:ok, result} = Kreuzberg.extract(
  pdf_binary,
  "application/pdf",
  ocr: %{"enabled" => true}
)

  



    

  
    
      
    
    
      extract!(input, mime_type, config \\ nil)



        
          
        

    

  


  

      

          @spec extract!(
  binary(),
  String.t(),
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) ::
  Kreuzberg.ExtractionResult.t()


      


Extract content, raising on error

  



    

  
    
      
    
    
      extract_async(input, mime_type, config \\ nil)



        
          
        

    

  


  

See Kreuzberg.AsyncAPI.extract_async/3.

  



    

    

  
    
      
    
    
      extract_file(path, mime_type \\ nil, config \\ nil)



        
          
        

    

  


  

      

          @spec extract_file(
  String.t() | Path.t(),
  String.t() | nil,
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) :: {:ok, Kreuzberg.ExtractionResult.t()} | {:error, String.t()}


      


Extract content from a file at the given path.
Accepts a file path and optional MIME type, returning extracted content.
If no MIME type is provided, the library will attempt to detect it from the file.
Parameters
	path - File path (String or Path.t())
	mime_type - MIME type of the file (optional, defaults to nil for auto-detection)
	config - ExtractionConfig struct or map with extraction options (optional)

Returns
	{:ok, ExtractionResult.t()} - Successfully extracted content
	{:error, reason} - Extraction failed with error message

Examples
# Extract with explicit MIME type
{:ok, result} = Kreuzberg.extract_file("document.pdf", "application/pdf")
result.content

# Extract with auto-detection
{:ok, result} = Kreuzberg.extract_file("document.pdf")

# With configuration
config = %Kreuzberg.ExtractionConfig{force_ocr: true}
{:ok, result} = Kreuzberg.extract_file("document.pdf", "application/pdf", config)

# With keyword list configuration
{:ok, result} = Kreuzberg.extract_file(
  "document.pdf",
  "application/pdf",
  ocr: %{"enabled" => true}
)

  



    

    

  
    
      
    
    
      extract_file!(path, mime_type \\ nil, config \\ nil)



        
          
        

    

  


  

      

          @spec extract_file!(
  String.t() | Path.t(),
  String.t() | nil,
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) :: Kreuzberg.ExtractionResult.t()


      


Extract content from a file, raising on error.
Same as extract_file/3 but raises a Kreuzberg.Error exception if extraction fails.
Parameters
	path - File path (String or Path.t())
	mime_type - MIME type of the file (optional, defaults to nil for auto-detection)
	config - ExtractionConfig struct or map with extraction options (optional)

Returns
	ExtractionResult.t() - Successfully extracted content

Raises
	Kreuzberg.Error - If extraction fails

Examples
# Extract with explicit MIME type, raising on error
result = Kreuzberg.extract_file!("document.pdf", "application/pdf")
result.content

# Extract with auto-detection, raising on error
result = Kreuzberg.extract_file!("document.pdf")
result.content

# With configuration
config = %Kreuzberg.ExtractionConfig{ocr: %{"enabled" => true}}
result = Kreuzberg.extract_file!("document.pdf", "application/pdf", config)

  



    

    

  
    
      
    
    
      extract_file_async(path, mime_type \\ nil, config \\ nil)



        
          
        

    

  


  

See Kreuzberg.AsyncAPI.extract_file_async/3.

  



    

    

  
    
      
    
    
      extract_with_plugins(input, mime_type, config \\ nil, plugin_opts \\ [])



        
          
        

    

  


  

      

          @spec extract_with_plugins(
  binary(),
  String.t(),
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil,
  keyword()
) :: {:ok, Kreuzberg.ExtractionResult.t()} | {:error, String.t()}


      


Extract content with plugin processing support.
Performs document extraction with additional processing through registered plugins.
Applies validators before extraction, post-processors by stage (early, middle, late) after extraction,
and optional final validators to the result.
Plugins are retrieved from the Plugin.Registry if not explicitly provided in plugin_opts.
Parameters
	input - Binary document data to extract from
	mime_type - MIME type of the document (e.g., "application/pdf")
	config - ExtractionConfig struct, map, keyword list, or nil for extraction (optional)
	plugin_opts - Keyword list of plugin options (optional):	:validators - List of validator modules to run before extraction
	:post_processors - Map of stage atoms to lists of post-processor modules	:early - Applied first to extraction result
	:middle - Applied after early processors
	:late - Applied last before final validators


	:final_validators - List of validator modules to run after post-processing



Returns
	{:ok, ExtractionResult.t()} - Successfully extracted and processed content
	{:error, reason} - Extraction or processing failed with error message

Plugin Processing Flow
	Validators - If specified, run input validators to check extraction preconditions
	Extraction - Call extract/3 to get initial result
	Post-Processors - Apply by stage in order (early → middle → late)	Each processor receives the extraction result or output from previous processor
	Processors should return modified result or data


	Final Validators - If specified, validate the processed result
	Return - Return enhanced extraction result

Examples
# Extract with registered validators and post-processors
{:ok, result} = Kreuzberg.extract_with_plugins(
  pdf_binary,
  "application/pdf",
  nil,
  validators: [MyApp.InputValidator],
  post_processors: %{
    early: [MyApp.EarlyProcessor],
    middle: [MyApp.MiddleProcessor],
    late: [MyApp.FinalProcessor]
  },
  final_validators: [MyApp.ResultValidator]
)

# Extract with only post-processors
{:ok, result} = Kreuzberg.extract_with_plugins(
  pdf_binary,
  "application/pdf",
  %{use_cache: true},
  post_processors: %{
    early: [MyApp.Processor1, MyApp.Processor2]
  }
)

# Extract with configuration and validators only
config = %Kreuzberg.ExtractionConfig{ocr: %{"enabled" => true}}
{:ok, result} = Kreuzberg.extract_with_plugins(
  pdf_binary,
  "application/pdf",
  config,
  validators: [MyApp.Validator]
)

# Extract with no plugins (standard extraction)
{:ok, result} = Kreuzberg.extract_with_plugins(pdf_binary, "application/pdf")

  



  
    
      
    
    
      get_embedding_preset(name)



        
          
        

    

  


  

See Kreuzberg.UtilityAPI.get_embedding_preset/1.

  



  
    
      
    
    
      get_error_details()



        
          
        

    

  


  

See Kreuzberg.UtilityAPI.get_error_details/0.

  



  
    
      
    
    
      get_extensions_for_mime(mime_type)



        
          
        

    

  


  

See Kreuzberg.UtilityAPI.get_extensions_for_mime/1.

  



  
    
      
    
    
      list_embedding_presets()



        
          
        

    

  


  

See Kreuzberg.UtilityAPI.list_embedding_presets/0.

  



    

  
    
      
    
    
      render_pdf_page(path, page_index, opts \\ [])



        
          
        

    

  


  

      

          @spec render_pdf_page(String.t(), non_neg_integer(), keyword()) ::
  {:ok, binary()} | {:error, String.t()}


      


Render a single PDF page as a PNG image.
Parameters
	path - Path to the PDF file
	page_index - Zero-based page index
	opts - Keyword list of options:	:dpi - Rendering resolution (default 150)



Returns
	{:ok, binary()} - PNG-encoded binary
	{:error, reason} - Rendering failed

Examples
{:ok, png} = Kreuzberg.render_pdf_page("document.pdf", 0)
{:ok, png} = Kreuzberg.render_pdf_page("document.pdf", 2, dpi: 300)

  



    

  
    
      
    
    
      render_pdf_pages_stream(path, opts \\ [])



        
          
        

    

  


  

      

          @spec render_pdf_pages_stream(
  String.t(),
  keyword()
) :: Enumerable.t()


      


Return a lazy Stream that yields {page_index, png_binary} tuples.
Pages are rendered one at a time via the native PDF page iterator, so only
one page's worth of PNG bytes is in memory at a time.
Parameters
	path - Path to the PDF file
	opts - Keyword list of options:	:dpi - Rendering resolution (default 150)



Returns
	Enumerable.t() - A Stream of {non_neg_integer(), binary()} tuples

Examples
Kreuzberg.render_pdf_pages_stream("document.pdf")
|> Enum.each(fn {page_index, png} ->
  File.write!("page_#{page_index}.png", png)
end)

  



  
    
      
    
    
      validate_binarization_method(method)



        
          
        

    

  


  

See Kreuzberg.Validators.validate_binarization_method/1.

  



  
    
      
    
    
      validate_chunking_params(params)



        
          
        

    

  


  

See Kreuzberg.Validators.validate_chunking_params/1.

  



  
    
      
    
    
      validate_confidence(confidence)



        
          
        

    

  


  

See Kreuzberg.Validators.validate_confidence/1.

  



  
    
      
    
    
      validate_dpi(dpi)



        
          
        

    

  


  

See Kreuzberg.Validators.validate_dpi/1.

  



  
    
      
    
    
      validate_language_code(code)



        
          
        

    

  


  

See Kreuzberg.Validators.validate_language_code/1.

  



  
    
      
    
    
      validate_mime_type(mime_type)



        
          
        

    

  


  

See Kreuzberg.UtilityAPI.validate_mime_type/1.

  



  
    
      
    
    
      validate_ocr_backend(backend)



        
          
        

    

  


  

See Kreuzberg.Validators.validate_ocr_backend/1.

  



  
    
      
    
    
      validate_tesseract_oem(oem)



        
          
        

    

  


  

See Kreuzberg.Validators.validate_tesseract_oem/1.

  



  
    
      
    
    
      validate_tesseract_psm(psm)



        
          
        

    

  


  

See Kreuzberg.Validators.validate_tesseract_psm/1.

  


        

      


  

  
    
    Kreuzberg.Application - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.Application 
    



      
OTP Application callback for Kreuzberg.
This module defines the application supervision tree, which starts all
the necessary services for the Kreuzberg library.

      




  

  
    
    Kreuzberg.ArchiveEntry - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.ArchiveEntry 
    



      
Structure representing an entry extracted from an archive file.
Matches the Rust ArchiveEntry struct.
Fields
	:path - The path of the entry within the archive
	:mime_type - The MIME type of the entry content
	:result - The extraction result for this entry


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


        Creates an ArchiveEntry struct from a map.



    


    
      
        to_map(entry)

      


        Converts an ArchiveEntry struct to a map.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.ArchiveEntry{
  mime_type: String.t(),
  path: String.t(),
  result: map() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates an ArchiveEntry struct from a map.
Examples
iex> Kreuzberg.ArchiveEntry.from_map(%{
...>   "path" => "document.pdf",
...>   "mime_type" => "application/pdf",
...>   "result" => %{"content" => "text"}
...> })
%Kreuzberg.ArchiveEntry{
  path: "document.pdf",
  mime_type: "application/pdf",
  result: %{"content" => "text"}
}

  



  
    
      
    
    
      to_map(entry)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts an ArchiveEntry struct to a map.
Examples
iex> entry = %Kreuzberg.ArchiveEntry{path: "doc.pdf", mime_type: "application/pdf"}
iex> Kreuzberg.ArchiveEntry.to_map(entry)
%{
  "path" => "doc.pdf",
  "mime_type" => "application/pdf",
  "result" => nil
}
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Asynchronous extraction operations using Elixir Tasks.
This module provides Task-based async wrappers for all extraction operations,
allowing concurrent document processing. Each function returns a Task that can be
awaited using Task.await/2 to retrieve the extraction result.
This is useful for:
	Processing multiple documents concurrently
	Avoiding blocking operations in web requests
	Building pipelines of extraction operations
	Handling long-running extractions in background workers

Task-Based Approach
Each async function wraps the corresponding synchronous operation in Task.async/1,
which schedules the work on the default task supervisor. Users have full control
over task lifecycle using standard Task functions like Task.await/2 and
Task.await_many/2.
Examples
# Extract a single document asynchronously
task = Kreuzberg.AsyncAPI.extract_async(pdf_binary, "application/pdf")
{:ok, result} = Task.await(task)

# Extract multiple documents concurrently
tasks = [
  Kreuzberg.AsyncAPI.extract_async(pdf1, "application/pdf"),
  Kreuzberg.AsyncAPI.extract_async(pdf2, "application/pdf"),
  Kreuzberg.AsyncAPI.extract_async(pdf3, "application/pdf")
]
results = Task.await_many(tasks)

# Extract files concurrently
tasks = ["doc1.pdf", "doc2.pdf", "doc3.pdf"]
  |> Enum.map(&Kreuzberg.AsyncAPI.extract_file_async/1)
{:ok, results} = Task.await_many(tasks)
         |> Enum.reduce({:ok, []}, fn
           {:ok, result}, {:ok, acc} -> {:ok, [result | acc]}
           {:error, reason}, _acc -> {:error, reason}
         end)

# Batch extract with configuration
files = ["file1.pdf", "file2.pdf"]
config = %Kreuzberg.ExtractionConfig{force_ocr: true}
task = Kreuzberg.AsyncAPI.batch_extract_files_async(files, "application/pdf", config)
{:ok, results} = Task.await(task)
Return Values
All functions return a Task that will contain:
	{:ok, result} - Successful extraction
	{:error, reason} - Extraction failure with error message

Users can handle errors by pattern matching on the awaited result.
Configuration
All async functions accept the same configuration options as their synchronous
counterparts:
	Kreuzberg.ExtractionConfig struct
	Plain map with string keys
	Keyword list
	nil (uses defaults)

Comparison with Synchronous API
	Operation	Sync	Async
	Extract binary	Kreuzberg.extract/2-3	extract_async/2-3
	Extract file	Kreuzberg.extract_file/2-3	extract_file_async/2-3
	Batch extract files	Kreuzberg.batch_extract_files/2-3	batch_extract_files_async/2-3
	Batch extract bytes	Kreuzberg.batch_extract_bytes/3-4	batch_extract_bytes_async/3-4

Implementation Notes
	Tasks are scheduled on the default task supervisor
	No custom error handling is performed; errors are propagated as-is
	Configuration validation happens when the task is awaited
	Each async function is thread-safe and can be called from any process


      


      
        Summary


  
    Functions
  


    
      
        batch_extract_bytes_async(data_list, mime_types, config \\ nil)

      


        Batch extract content from multiple binary inputs asynchronously.



    


    
      
        batch_extract_files_async(paths, mime_type \\ nil, config \\ nil)

      


        Batch extract content from multiple files asynchronously.



    


    
      
        extract_async(input, mime_type, config \\ nil)

      


        Extract content from binary data asynchronously.



    


    
      
        extract_file_async(path, mime_type \\ nil, config \\ nil)

      


        Extract content from a file asynchronously.



    





      


      
        Functions


        


    

  
    
      
    
    
      batch_extract_bytes_async(data_list, mime_types, config \\ nil)



        
          
        

    

  


  

      

          @spec batch_extract_bytes_async(
  [binary()],
  String.t() | [String.t()],
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) :: Task.t({:ok, [Kreuzberg.ExtractionResult.t()]} | {:error, String.t()})


      


Batch extract content from multiple binary inputs asynchronously.
Returns a Task that will perform batch binary extraction concurrently. The task can be
awaited using Task.await/2 to retrieve a list of extraction results.
MIME types can be provided as a single type for all inputs or as a list with one
MIME type per input.
Parameters
	data_list - List of binary data inputs
	mime_types - Single MIME type string (applied to all inputs) or list of MIME types
	config - Optional ExtractionConfig struct, map, or keyword list (defaults to nil)

Returns
	A Task that will resolve to {:ok, [ExtractionResult.t()]} or {:error, String.t()}

Examples
# Batch extract multiple PDFs from binary data
data_list = [pdf1_binary, pdf2_binary, pdf3_binary]
task = Kreuzberg.AsyncAPI.batch_extract_bytes_async(
  data_list,
  "application/pdf"
)
{:ok, results} = Task.await(task)

# With different MIME types for each input
data_list = [pdf_binary, docx_binary, txt_binary]
mime_types = ["application/pdf", "application/vnd.openxmlformats-officedocument.wordprocessingml.document", "text/plain"]
task = Kreuzberg.AsyncAPI.batch_extract_bytes_async(data_list, mime_types)
{:ok, results} = Task.await(task)

# With configuration
config = %Kreuzberg.ExtractionConfig{ocr: %{"enabled" => true}}
task = Kreuzberg.AsyncAPI.batch_extract_bytes_async(
  [pdf1, pdf2],
  "application/pdf",
  config
)
{:ok, results} = Task.await(task)

  



    

    

  
    
      
    
    
      batch_extract_files_async(paths, mime_type \\ nil, config \\ nil)



        
          
        

    

  


  

      

          @spec batch_extract_files_async(
  [String.t() | Path.t()],
  String.t() | nil,
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) :: Task.t({:ok, [Kreuzberg.ExtractionResult.t()]} | {:error, String.t()})


      


Batch extract content from multiple files asynchronously.
Returns a Task that will perform batch file extraction concurrently. The task can be
awaited using Task.await/2 to retrieve a list of extraction results.
Batch operations can be more efficient than processing files individually when
dealing with large numbers of documents.
Parameters
	paths - List of file paths (String or Path.t() values)
	mime_type - Optional MIME type for all files (defaults to nil for auto-detection)
	config - Optional ExtractionConfig struct, map, or keyword list (defaults to nil)

Returns
	A Task that will resolve to {:ok, [ExtractionResult.t()]} or {:error, String.t()}

Examples
# Batch extract multiple files asynchronously
paths = ["doc1.pdf", "doc2.pdf", "doc3.pdf"]
task = Kreuzberg.AsyncAPI.batch_extract_files_async(paths, "application/pdf")
{:ok, results} = Task.await(task)
Enum.map(results, & &1.content)

# With configuration
config = %Kreuzberg.ExtractionConfig{force_ocr: true}
task = Kreuzberg.AsyncAPI.batch_extract_files_async(
  ["file1.pdf", "file2.pdf"],
  "application/pdf",
  config
)
{:ok, results} = Task.await(task)

# Auto-detect MIME types
task = Kreuzberg.AsyncAPI.batch_extract_files_async(
  ["file1.pdf", "file2.txt", "file3.docx"]
)
{:ok, results} = Task.await(task)

  



    

  
    
      
    
    
      extract_async(input, mime_type, config \\ nil)



        
          
        

    

  


  

      

          @spec extract_async(
  binary(),
  String.t(),
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) :: Task.t({:ok, Kreuzberg.ExtractionResult.t()} | {:error, String.t()})


      


Extract content from binary data asynchronously.
Returns a Task that will perform the extraction concurrently. The task can be
awaited using Task.await/2 to retrieve the result.
Parameters
	input - Binary data to extract from
	mime_type - MIME type of the data (e.g., "application/pdf")
	config - Optional ExtractionConfig struct, map, or keyword list (defaults to nil)

Returns
	A Task that will resolve to {:ok, ExtractionResult.t()} or {:error, String.t()}

Examples
# Extract a PDF asynchronously
task = Kreuzberg.AsyncAPI.extract_async(pdf_binary, "application/pdf")
{:ok, result} = Task.await(task)
result.content

# With configuration
config = %Kreuzberg.ExtractionConfig{force_ocr: true}
task = Kreuzberg.AsyncAPI.extract_async(pdf_binary, "application/pdf", config)
{:ok, result} = Task.await(task)

# Using keyword list configuration
task = Kreuzberg.AsyncAPI.extract_async(
  data,
  "application/pdf",
  ocr: %{"enabled" => true}
)
{:ok, result} = Task.await(task)

  



    

    

  
    
      
    
    
      extract_file_async(path, mime_type \\ nil, config \\ nil)



        
          
        

    

  


  

      

          @spec extract_file_async(
  String.t() | Path.t(),
  String.t() | nil,
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) :: Task.t({:ok, Kreuzberg.ExtractionResult.t()} | {:error, String.t()})


      


Extract content from a file asynchronously.
Returns a Task that will perform the file extraction concurrently. The task can be
awaited using Task.await/2 to retrieve the result.
The MIME type can be explicitly provided or automatically detected from the file
extension if not specified.
Parameters
	path - File path as String or Path.t()
	mime_type - Optional MIME type (defaults to nil for auto-detection)
	config - Optional ExtractionConfig struct, map, or keyword list (defaults to nil)

Returns
	A Task that will resolve to {:ok, ExtractionResult.t()} or {:error, String.t()}

Examples
# Extract a file asynchronously
task = Kreuzberg.AsyncAPI.extract_file_async("document.pdf", "application/pdf")
{:ok, result} = Task.await(task)

# Extract with auto-detection
task = Kreuzberg.AsyncAPI.extract_file_async("document.pdf")
{:ok, result} = Task.await(task)

# With configuration
config = %Kreuzberg.ExtractionConfig{force_ocr: true}
task = Kreuzberg.AsyncAPI.extract_file_async(
  "document.pdf",
  "application/pdf",
  config
)
{:ok, result} = Task.await(task)

# Extract multiple files concurrently
tasks = ["doc1.pdf", "doc2.pdf", "doc3.pdf"]
  |> Enum.map(&Kreuzberg.AsyncAPI.extract_file_async/1)
results = Task.await_many(tasks)
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Batch extraction operations for processing multiple documents efficiently.
This module provides functions for extracting content from multiple files or
binary inputs in batch operations, which can be more efficient than processing
files individually when dealing with large numbers of documents.

      


      
        Summary


  
    Functions
  


    
      
        batch_extract_bytes(data_list, mime_types, config \\ nil)

      


        Extract content from multiple binary inputs in a batch operation.



    


    
      
        batch_extract_bytes!(data_list, mime_types, config \\ nil)

      


        Extract content from multiple binary inputs, raising on error.



    


    
      
        batch_extract_files(paths, config_or_mime, third_arg \\ nil)

      


        Extract content from multiple files in a batch operation.



    


    
      
        batch_extract_files!(paths, config_or_mime, third_arg \\ nil)

      


        Extract content from multiple files, raising on error.



    





      


      
        Functions


        


    

  
    
      
    
    
      batch_extract_bytes(data_list, mime_types, config \\ nil)



        
          
        

    

  


  

      

          @spec batch_extract_bytes(
  [binary()],
  String.t() | [String.t()],
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) :: {:ok, [Kreuzberg.ExtractionResult.t()]} | {:error, String.t()}


      


Extract content from multiple binary inputs in a batch operation.
Parameters
	data_list - List of binary data inputs
	mime_types - List of MIME types (one per input) or single MIME type for all
	config - ExtractionConfig struct or map with extraction options (optional)

Returns
	{:ok, results} - List of ExtractionResult structs
	{:error, reason} - Error message if batch extraction fails

Examples
# Extract multiple PDFs from binary data
data_list = [pdf_binary1, pdf_binary2, pdf_binary3]
mime_types = ["application/pdf", "application/pdf", "application/pdf"]
{:ok, results} = Kreuzberg.BatchAPI.batch_extract_bytes(data_list, mime_types)

# Use single MIME type for all inputs
{:ok, results} = Kreuzberg.BatchAPI.batch_extract_bytes(data_list, "application/pdf")

# With config
config = %Kreuzberg.ExtractionConfig{ocr: %{"enabled" => true}}
{:ok, results} = Kreuzberg.BatchAPI.batch_extract_bytes(data_list, mime_types, config)

  



    

  
    
      
    
    
      batch_extract_bytes!(data_list, mime_types, config \\ nil)



        
          
        

    

  


  

      

          @spec batch_extract_bytes!(
  [binary()],
  String.t() | [String.t()],
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) :: [Kreuzberg.ExtractionResult.t()]


      


Extract content from multiple binary inputs, raising on error.
Same as batch_extract_bytes/3 but raises a Kreuzberg.Error exception if extraction fails.
Examples
data_list = [pdf_binary1, pdf_binary2, pdf_binary3]
results = Kreuzberg.BatchAPI.batch_extract_bytes!(data_list, "application/pdf")

  



    

  
    
      
    
    
      batch_extract_files(paths, config_or_mime, third_arg \\ nil)



        
          
        

    

  


  

      

          @spec batch_extract_files(
  [String.t() | Path.t()],
  String.t() | nil,
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) :: {:ok, [Kreuzberg.ExtractionResult.t()]} | {:error, String.t()}


      


Extract content from multiple files in a batch operation.
Parameters
	paths - List of file paths (strings or Path.t())
	mime_type - MIME type for all files (optional, defaults to nil for auto-detection)
	config - ExtractionConfig struct or map with extraction options (optional)

Returns
	{:ok, results} - List of ExtractionResult structs
	{:error, reason} - Error message if batch extraction fails

Examples
# Extract multiple PDFs
paths = ["doc1.pdf", "doc2.pdf", "doc3.pdf"]
{:ok, results} = Kreuzberg.BatchAPI.batch_extract_files(paths, "application/pdf")

# Extract with config
config = %Kreuzberg.ExtractionConfig{images: %{"enabled" => true}}
{:ok, results} = Kreuzberg.BatchAPI.batch_extract_files(paths, "application/pdf", config)

# Auto-detect MIME types
{:ok, results} = Kreuzberg.BatchAPI.batch_extract_files(paths)

  



    

  
    
      
    
    
      batch_extract_files!(paths, config_or_mime, third_arg \\ nil)



        
          
        

    

  


  

      

          @spec batch_extract_files!(
  [String.t() | Path.t()],
  String.t() | nil,
  Kreuzberg.ExtractionConfig.t() | map() | keyword() | nil
) :: [Kreuzberg.ExtractionResult.t()]


      


Extract content from multiple files, raising on error.
Same as batch_extract_files/3 but raises a Kreuzberg.Error exception if extraction fails.
Examples
paths = ["doc1.pdf", "doc2.pdf", "doc3.pdf"]
results = Kreuzberg.BatchAPI.batch_extract_files!(paths, "application/pdf")
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BibTeX bibliography metadata.
Matches the Rust BibtexMetadata struct.
Fields
	:entry_count - Number of BibTeX entries
	:citation_keys - List of citation keys
	:authors - List of author names
	:year_range - Year range of entries
	:entry_types - Map of entry type to count
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(meta)
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          @type t() :: %Kreuzberg.BibtexMetadata{
  authors: [String.t()],
  citation_keys: [String.t()],
  entry_count: non_neg_integer(),
  entry_types: map() | nil,
  year_range: Kreuzberg.YearRange.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(meta)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()
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Bounding box coordinates for element positioning in documents.
Represents the rectangular region where an element appears within a document,
using float coordinates for precise positioning.
Fields
	:x0 - Left x-coordinate (0.0 is the left edge)
	:y0 - Bottom y-coordinate (0.0 is the bottom edge)
	:x1 - Right x-coordinate (document width is the right edge)
	:y1 - Top y-coordinate (document height is the top edge)

Examples
iex> bbox = %Kreuzberg.BoundingBox{
...>   x0: 10.5,
...>   y0: 20.5,
...>   x1: 100.5,
...>   y1: 50.5
...> }
iex> bbox.x0
10.5
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


        Creates a BoundingBox struct from a map.



    


    
      
        height(bounding_box)

      


        Calculates the height of the bounding box.



    


    
      
        to_map(bbox)

      


        Converts a BoundingBox struct to a map.



    


    
      
        width(bounding_box)

      


        Calculates the width of the bounding box.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.BoundingBox{
  x0: float(),
  x1: float(),
  y0: float(),
  y1: float()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a BoundingBox struct from a map.
Converts a plain map (typically from NIF/Rust) into a proper struct.
Parameters
	data - A map containing x0, y0, x1, y1 fields

Returns
A BoundingBox struct with float coordinates.
Examples
iex> bbox_map = %{"x0" => 10.5, "y0" => 20.5, "x1" => 100.5, "y1" => 50.5}
iex> Kreuzberg.BoundingBox.from_map(bbox_map)
%Kreuzberg.BoundingBox{x0: 10.5, y0: 20.5, x1: 100.5, y1: 50.5}

  



  
    
      
    
    
      height(bounding_box)



        
          
        

    

  


  

      

          @spec height(t()) :: float()


      


Calculates the height of the bounding box.
Parameters
	bbox - A BoundingBox struct

Returns
The height (y1 - y0).
Examples
iex> bbox = %Kreuzberg.BoundingBox{x0: 10.0, y0: 20.0, x1: 110.0, y1: 70.0}
iex> Kreuzberg.BoundingBox.height(bbox)
50.0

  



  
    
      
    
    
      to_map(bbox)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a BoundingBox struct to a map.
Useful for serialization and passing to external systems.
Parameters
	bbox - A BoundingBox struct

Returns
A map with string keys and float values.
Examples
iex> bbox = %Kreuzberg.BoundingBox{x0: 10.5, y0: 20.5, x1: 100.5, y1: 50.5}
iex> Kreuzberg.BoundingBox.to_map(bbox)
%{"x0" => 10.5, "y0" => 20.5, "x1" => 100.5, "y1" => 50.5}

  



  
    
      
    
    
      width(bounding_box)



        
          
        

    

  


  

      

          @spec width(t()) :: float()


      


Calculates the width of the bounding box.
Parameters
	bbox - A BoundingBox struct

Returns
The width (x1 - x0).
Examples
iex> bbox = %Kreuzberg.BoundingBox{x0: 10.0, y0: 20.0, x1: 110.0, y1: 50.0}
iex> Kreuzberg.BoundingBox.width(bbox)
100.0
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Cache management operations for the Kreuzberg extraction library.
This module provides functions for managing the extraction result cache,
including retrieving cache statistics and clearing cached data.
The cache is automatically managed by Kreuzberg during normal extraction
operations when use_cache: true is set in the extraction configuration.
Cache Overview
Kreuzberg's cache system stores extraction results on disk to avoid re-processing
identical documents. This is particularly useful for:
	Batch operations processing the same files multiple times
	Development and testing workflows
	Production systems with repeated document analysis needs

Cache Key Format
Cache keys are generated from:
	Document binary content (hash-based to minimize storage)
	MIME type of the document
	Extraction configuration used
	OCR settings and parameters

This ensures that the same document extracted with different configurations
produces separate cache entries.
Cache Invalidation Triggers
The cache is automatically invalidated when:
	Document content changes (detected via hash)
	Extraction configuration changes
	OCR settings or backends are modified
	Plugin configuration changes

Manual cache clearing is available via clear_cache/0 or clear_cache!/0.
Persistence Details
	Location: Cache data is stored on disk in the system's temporary directory
	Format: Extraction results are serialized in a platform-neutral binary format
	Durability: Cache persists across application restarts
	Cleanup: Old cache entries may be automatically removed based on age/size policies

Multi-Process Safety
The cache system is designed to be safe for concurrent access:
	Multiple processes can read from cache simultaneously
	Cache writes are atomic to prevent corruption
	No explicit locking needed from application code
	GenServer-backed implementation ensures thread safety

Performance Considerations
	Cache hits: Retrieval of cached results is typically 100-1000x faster than re-extraction
	Cache misses: Small overhead for cache lookup (typically < 1ms per operation)
	Disk I/O: Large documents with images/embeddings may have significant I/O time
	Memory: Cache operations do not load full results into memory unnecessarily

Usage Examples
# Enable caching during extraction
config = %Kreuzberg.ExtractionConfig{use_cache: true}
{:ok, result} = Kreuzberg.extract(pdf_binary, "application/pdf", config)

# Check cache statistics - returns map with cache info
{:ok, cache_info} = Kreuzberg.cache_stats()

# Clear entire cache when needed
:ok = Kreuzberg.clear_cache()

# Monitor cache growth and clear if needed
case Kreuzberg.cache_stats() do
  {:ok, %{"total_size_mb" => size}} when size > 1000 ->
    Kreuzberg.clear_cache()
  {:ok, _info} ->
    :ok
end
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        cache_stats()

      


        Retrieve statistics about the extraction cache.



    


    
      
        cache_stats!()

      


        Retrieve cache statistics, raising on error.



    


    
      
        clear_cache()

      


        Clear the extraction cache, removing all cached results.



    


    
      
        clear_cache!()

      


        Clear the cache, raising on error.
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          @spec cache_stats() :: {:ok, map()} | {:error, String.t()}


      


Retrieve statistics about the extraction cache.
Returns a map containing information about the current state of the cache,
including the number of cached files, total cache size, available disk space,
and file age information.
Returns
	{:ok, stats} - Map with cache statistics:	total_files - Number of cached extraction results
	total_size_mb - Total size of cache in megabytes
	available_space_mb - Available disk space in megabytes
	oldest_file_age_days - Age of oldest cached file in days
	newest_file_age_days - Age of newest cached file in days


	{:error, reason} - Error message if retrieval fails

Examples
iex> {:ok, stats} = Kreuzberg.CacheAPI.cache_stats()
iex> stats["total_files"]
42
iex> stats["total_size_mb"]
128.5

  



  
    
      
    
    
      cache_stats!()



        
          
        

    

  


  

      

          @spec cache_stats!() :: map()


      


Retrieve cache statistics, raising on error.
Same as cache_stats/0 but raises a Kreuzberg.Error exception if
retrieval fails.
Returns
	Map with cache statistics keys and values

Raises
	Kreuzberg.Error - If cache statistics retrieval fails

Examples
iex> stats = Kreuzberg.CacheAPI.cache_stats!()
iex> is_map(stats)
true

  



  
    
      
    
    
      clear_cache()



        
          
        

    

  


  

      

          @spec clear_cache() :: :ok | {:error, String.t()}


      


Clear the extraction cache, removing all cached results.
Removes all cached extraction results from disk. This is useful for
reclaiming disk space or resetting the cache when stale data is suspected.
Returns
	:ok - Cache cleared successfully
	{:error, reason} - Error message if clearing fails

Examples
iex> :ok = Kreuzberg.CacheAPI.clear_cache()
iex> {:ok, stats} = Kreuzberg.CacheAPI.cache_stats()
iex> stats["total_files"]
0

  



  
    
      
    
    
      clear_cache!()



        
          
        

    

  


  

      

          @spec clear_cache!() :: :ok


      


Clear the cache, raising on error.
Same as clear_cache/0 but raises a Kreuzberg.Error exception if
the cache clearing operation fails.
Raises
	Kreuzberg.Error - If cache clearing fails

Examples
iex> Kreuzberg.CacheAPI.clear_cache!()
:ok

  


        

      


  

  
    
    Kreuzberg.Chunk - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.Chunk 
    



      
Structure representing a text chunk with embedding for semantic search.
Matches the Rust Chunk struct.
Fields
	:content - The text content of this chunk
	:embedding - Vector embedding (list of floats) for semantic search
	:metadata - ChunkMetadata struct with position and token info
	:chunk_type - Semantic type classification of this chunk (e.g. "heading", "unknown")


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


        Creates a Chunk struct from a map.



    


    
      
        new(content, opts \\ [])

      


        Creates a new Chunk struct.



    


    
      
        to_map(chunk)

      


        Converts a Chunk struct to a map.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.Chunk{
  chunk_type: String.t(),
  content: String.t(),
  embedding: [float()] | nil,
  metadata: Kreuzberg.ChunkMetadata.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a Chunk struct from a map.
Examples
iex> Kreuzberg.Chunk.from_map(%{"content" => "chunk text", "embedding" => [0.1, 0.2]})
%Kreuzberg.Chunk{content: "chunk text", embedding: [0.1, 0.2], metadata: %Kreuzberg.ChunkMetadata{}, chunk_type: "unknown"}

  



    

  
    
      
    
    
      new(content, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  String.t(),
  keyword()
) :: t()


      


Creates a new Chunk struct.
Parameters
	content - The text content of the chunk
	opts - Optional keyword list with :embedding, :metadata, and :chunk_type


  



  
    
      
    
    
      to_map(chunk)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a Chunk struct to a map.

  


        

      


  

  
    
    Kreuzberg.ChunkMetadata - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.ChunkMetadata 
    



      
Metadata for a text chunk, tracking byte positions, indices, and page range.
Fields
	:byte_start - Start byte offset in the original content
	:byte_end - End byte offset in the original content
	:token_count - Optional number of tokens in the chunk
	:chunk_index - Zero-indexed position of this chunk
	:total_chunks - Total number of chunks
	:first_page - Optional first page number covered by this chunk
	:last_page - Optional last page number covered by this chunk
	:heading_context - Optional heading hierarchy for this chunk's section


      


      
        Summary


  
    Types
  


    
      
        heading_context()

      


    


    
      
        heading_level()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


        Creates a ChunkMetadata struct from a map.



    


    
      
        to_map(map)

      


        Converts a ChunkMetadata struct to a map.



    





      


      
        Types


        


  
    
      
    
    
      heading_context()



        
          
        

    

  


  

      

          @type heading_context() :: %{headings: [heading_level()]}


      



  



  
    
      
    
    
      heading_level()



        
          
        

    

  


  

      

          @type heading_level() :: %{level: non_neg_integer(), text: String.t()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.ChunkMetadata{
  byte_end: non_neg_integer(),
  byte_start: non_neg_integer(),
  chunk_index: non_neg_integer(),
  first_page: non_neg_integer() | nil,
  heading_context: heading_context() | nil,
  last_page: non_neg_integer() | nil,
  token_count: non_neg_integer() | nil,
  total_chunks: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a ChunkMetadata struct from a map.
Examples
iex> Kreuzberg.ChunkMetadata.from_map(%{"byte_start" => 0, "byte_end" => 100, "chunk_index" => 0, "total_chunks" => 5})
%Kreuzberg.ChunkMetadata{byte_start: 0, byte_end: 100, chunk_index: 0, total_chunks: 5}

  



  
    
      
    
    
      to_map(map)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a ChunkMetadata struct to a map.

  


        

      


  

  
    
    Kreuzberg.CitationMetadata - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CitationMetadata 
    



      
Citation file metadata (RIS, PubMed, EndNote).
Matches the Rust CitationMetadata struct.
Fields
	:citation_count - Number of citations
	:format - Citation format (e.g., "RIS", "PubMed")
	:authors - List of author names
	:year_range - Year range of citations
	:dois - List of DOIs
	:keywords - List of keywords


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(meta)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CitationMetadata{
  authors: [String.t()],
  citation_count: non_neg_integer(),
  dois: [String.t()],
  format: String.t() | nil,
  keywords: [String.t()],
  year_range: Kreuzberg.YearRange.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(meta)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeChunk - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeChunk 
    



      
Code chunk with source span and optional parent context.
Fields
	:content - Chunk text content
	:language - Programming language
	:span - Source span
	:context - Optional parent context


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(chunk)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeChunk{
  content: String.t(),
  context: Kreuzberg.CodeChunkContext.t() | nil,
  language: String.t(),
  span: Kreuzberg.CodeSpan.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(chunk)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeChunkContext - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeChunkContext 
    



      
Context for a code chunk (parent scope information).
Fields
	:parent_name - Name of the parent scope
	:parent_kind - Kind of the parent scope


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(ctx)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeChunkContext{
  parent_kind: String.t() | nil,
  parent_name: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(ctx)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeCommentInfo - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeCommentInfo 
    



      
Comment information.
Fields
	:text - Comment text
	:kind - Comment kind (e.g. "line", "block")
	:span - Source span


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(info)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeCommentInfo{
  kind: String.t(),
  span: Kreuzberg.CodeSpan.t(),
  text: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(info)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeDiagnostic - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeDiagnostic 
    



      
Parse diagnostic (error or warning from tree-sitter).
Fields
	:message - Diagnostic message
	:severity - Severity level (e.g. "error", "warning")
	:span - Source span


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(diag)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeDiagnostic{
  message: String.t(),
  severity: String.t(),
  span: Kreuzberg.CodeSpan.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(diag)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeDocSection - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeDocSection 
    



      
Section within a docstring.
Fields
	:kind - Section kind (e.g. "param", "returns", "description")
	:name - Section name (e.g. parameter name)
	:content - Section content text


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(section)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeDocSection{
  content: String.t(),
  kind: String.t(),
  name: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(section)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeDocstringInfo - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeDocstringInfo 
    



      
Docstring information with parsed sections.
Fields
	:text - Raw docstring text
	:format - Docstring format (e.g. "javadoc", "numpy", "google")
	:associated_item - Name of the associated code item
	:span - Source span
	:sections - Parsed docstring sections


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(info)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeDocstringInfo{
  associated_item: String.t() | nil,
  format: String.t(),
  sections: [Kreuzberg.CodeDocSection.t()],
  span: Kreuzberg.CodeSpan.t(),
  text: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(info)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeExportInfo - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeExportInfo 
    



      
Export statement information.
Fields
	:name - Exported item name
	:kind - Export kind
	:span - Source span


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(info)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeExportInfo{
  kind: String.t(),
  name: String.t(),
  span: Kreuzberg.CodeSpan.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(info)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeFileMetrics - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeFileMetrics 
    



      
File-level code metrics from tree-sitter analysis.
Fields
	:total_lines - Total number of lines
	:code_lines - Number of code lines
	:comment_lines - Number of comment lines
	:blank_lines - Number of blank lines
	:total_bytes - Total byte size
	:node_count - Number of AST nodes
	:error_count - Number of parse errors
	:max_depth - Maximum AST depth


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(metrics)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeFileMetrics{
  blank_lines: non_neg_integer(),
  code_lines: non_neg_integer(),
  comment_lines: non_neg_integer(),
  error_count: non_neg_integer(),
  max_depth: non_neg_integer(),
  node_count: non_neg_integer(),
  total_bytes: non_neg_integer(),
  total_lines: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(metrics)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeImportInfo - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeImportInfo 
    



      
Import statement information.
Fields
	:source - Import source/module path
	:items - Imported item names
	:alias - Import alias
	:is_wildcard - Whether this is a wildcard import
	:span - Source span


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(info)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeImportInfo{
  alias: String.t() | nil,
  is_wildcard: boolean(),
  items: [String.t()],
  source: String.t(),
  span: Kreuzberg.CodeSpan.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(info)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeProcessResult - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeProcessResult 
    



      
Result of tree-sitter code processing.
Fields
	:language - Detected programming language
	:metrics - File-level code metrics
	:structure - Structural items (functions, classes, etc.)
	:imports - Import statements
	:exports - Export statements
	:comments - Comments
	:docstrings - Docstrings
	:symbols - Symbol definitions
	:diagnostics - Parse diagnostics
	:chunks - Code chunks


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(result)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeProcessResult{
  chunks: [Kreuzberg.CodeChunk.t()],
  comments: [Kreuzberg.CodeCommentInfo.t()],
  diagnostics: [Kreuzberg.CodeDiagnostic.t()],
  docstrings: [Kreuzberg.CodeDocstringInfo.t()],
  exports: [Kreuzberg.CodeExportInfo.t()],
  imports: [Kreuzberg.CodeImportInfo.t()],
  language: String.t(),
  metrics: Kreuzberg.CodeFileMetrics.t(),
  structure: [Kreuzberg.CodeStructureItem.t()],
  symbols: [Kreuzberg.CodeSymbolInfo.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(result)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeSpan - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeSpan 
    



      
Byte and line/column span for a code element.
Fields
	:start_byte - Starting byte offset
	:end_byte - Ending byte offset
	:start_line - Starting line number
	:start_column - Starting column number
	:end_line - Ending line number
	:end_column - Ending column number


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


        Creates a CodeSpan struct from a map.



    


    
      
        to_map(span)

      


        Converts a CodeSpan struct to a map.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeSpan{
  end_byte: non_neg_integer(),
  end_column: non_neg_integer(),
  end_line: non_neg_integer(),
  start_byte: non_neg_integer(),
  start_column: non_neg_integer(),
  start_line: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a CodeSpan struct from a map.
Examples
iex> Kreuzberg.CodeSpan.from_map(%{"start_byte" => 0, "end_byte" => 42, "start_line" => 1, "start_column" => 0, "end_line" => 3, "end_column" => 5})
%Kreuzberg.CodeSpan{start_byte: 0, end_byte: 42, start_line: 1, start_column: 0, end_line: 3, end_column: 5}

  



  
    
      
    
    
      to_map(span)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a CodeSpan struct to a map.

  


        

      


  

  
    
    Kreuzberg.CodeStructureItem - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeStructureItem 
    



      
Structural code element (function, class, method, etc.).
Fields
	:kind - Item kind (e.g. "function", "class", "method")
	:name - Item name
	:visibility - Visibility modifier (e.g. "public", "private")
	:span - Source span
	:children - Nested structure items
	:decorators - Decorators/annotations
	:doc_comment - Associated doc comment
	:signature - Function/method signature
	:body_span - Span of the body block


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(item)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeStructureItem{
  body_span: Kreuzberg.CodeSpan.t() | nil,
  children: [t()],
  decorators: [String.t()],
  doc_comment: String.t() | nil,
  kind: String.t(),
  name: String.t() | nil,
  signature: String.t() | nil,
  span: Kreuzberg.CodeSpan.t(),
  visibility: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(item)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CodeSymbolInfo - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CodeSymbolInfo 
    



      
Symbol definition information.
Fields
	:name - Symbol name
	:kind - Symbol kind (e.g. "variable", "constant")
	:type_annotation - Type annotation if present
	:span - Source span


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(info)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CodeSymbolInfo{
  kind: String.t(),
  name: String.t(),
  span: Kreuzberg.CodeSpan.t(),
  type_annotation: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(info)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.ContentLayer - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.ContentLayer 
    



      
Enumeration of content layers within a document.
Matches the Rust ContentLayer enum.
Values
	:body - Main body content
	:header - Header content
	:footer - Footer content
	:footnote - Footnote content


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        values()

      


        Returns all valid ContentLayer values.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: :body | :header | :footer | :footnote


      



  


        

      

      
        Functions


        


  
    
      
    
    
      values()



        
          
        

    

  


  

      

          @spec values() :: [t()]


      


Returns all valid ContentLayer values.
Examples
iex> Kreuzberg.ContentLayer.values()
[:body, :header, :footer, :footnote]

  


        

      


  

  
    
    Kreuzberg.ContributorRole - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.ContributorRole 
    



      
JATS contributor with role.
Matches the Rust ContributorRole struct.
Fields
	:name - Contributor name
	:role - Contributor role (e.g., "author", "editor")


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(cr)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.ContributorRole{name: String.t(), role: String.t() | nil}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(cr)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.CsvMetadata - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.CsvMetadata 
    



      
CSV/TSV file metadata.
Matches the Rust CsvMetadata struct.
Fields
	:row_count - Number of rows
	:column_count - Number of columns
	:delimiter - Delimiter character (e.g., "," or "\t")
	:has_header - Whether the file has a header row
	:column_types - Detected column types


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(meta)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.CsvMetadata{
  column_count: non_neg_integer(),
  column_types: [String.t()] | nil,
  delimiter: String.t() | nil,
  has_header: boolean(),
  row_count: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(meta)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.DbfFieldInfo - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.DbfFieldInfo 
    



      
dBASE field information.
Matches the Rust DbfFieldInfo struct.
Fields
	:name - Field name
	:field_type - Field type (e.g., "Character", "Numeric")


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(info)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.DbfFieldInfo{field_type: String.t(), name: String.t()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(info)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.DbfMetadata - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.DbfMetadata 
    



      
dBASE (DBF) file metadata.
Matches the Rust DbfMetadata struct.
Fields
	:record_count - Number of records
	:field_count - Number of fields
	:fields - List of field definitions


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(meta)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.DbfMetadata{
  field_count: non_neg_integer(),
  fields: [Kreuzberg.DbfFieldInfo.t()],
  record_count: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(meta)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()
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Kreuzberg.DjotAttributes 
    



      
Element attributes in Djot ({.class #id key="value"} syntax).
Matches the Rust Attributes struct.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(attrs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.DjotAttributes{
  classes: [String.t()],
  id: String.t() | nil,
  key_values: [{String.t(), String.t()}]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(attrs)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()
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Kreuzberg.DjotContent 
    



      
Comprehensive Djot document structure with semantic preservation.
Matches the Rust DjotContent struct.
Fields
	:plain_text - Plain text representation for backwards compatibility
	:blocks - Structured block-level content
	:metadata - Metadata from YAML frontmatter
	:tables - Extracted tables as structured data
	:images - Extracted images with metadata
	:links - Extracted links with URLs
	:footnotes - Footnote definitions
	:attributes - Attributes mapped by element identifier


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(djot)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.DjotContent{
  attributes: [{String.t(), Kreuzberg.DjotAttributes.t()}],
  blocks: [Kreuzberg.DjotFormattedBlock.t()],
  footnotes: [Kreuzberg.DjotFootnote.t()],
  images: [Kreuzberg.DjotImage.t()],
  links: [Kreuzberg.DjotLink.t()],
  metadata: Kreuzberg.Metadata.t(),
  plain_text: String.t(),
  tables: [Kreuzberg.Table.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(djot)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()
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Kreuzberg.DjotFootnote 
    



      
Footnote in a Djot document.
Matches the Rust Footnote struct.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(fn_)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.DjotFootnote{
  content: [Kreuzberg.DjotFormattedBlock.t()],
  label: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(fn_)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.DjotFormattedBlock - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.DjotFormattedBlock 
    



      
Block-level element in a Djot document (paragraph, heading, list, etc.).
Matches the Rust FormattedBlock struct. Contains recursive children.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(block)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.DjotFormattedBlock{
  attributes: Kreuzberg.DjotAttributes.t() | nil,
  block_type: String.t(),
  children: [t()],
  code: String.t() | nil,
  inline_content: [Kreuzberg.DjotInlineElement.t()],
  language: String.t() | nil,
  level: non_neg_integer() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(block)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()
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Kreuzberg.DjotImage 
    



      
Image element in a Djot document.
Matches the Rust DjotImage struct.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(img)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.DjotImage{
  alt: String.t(),
  attributes: Kreuzberg.DjotAttributes.t() | nil,
  src: String.t(),
  title: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(img)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()
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Kreuzberg.DjotInlineElement 
    



      
Inline element within a Djot block (text, emphasis, link, etc.).
Matches the Rust InlineElement struct.

      


      
        Summary


  
    Types
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    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(el)
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      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.DjotInlineElement{
  attributes: Kreuzberg.DjotAttributes.t() | nil,
  content: String.t(),
  element_type: String.t(),
  metadata: map() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(el)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()
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Kreuzberg.DjotLink 
    



      
Link element in a Djot document.
Matches the Rust DjotLink struct.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(link)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.DjotLink{
  attributes: Kreuzberg.DjotAttributes.t() | nil,
  text: String.t(),
  title: String.t() | nil,
  url: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(link)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.DocumentNode - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.DocumentNode 
    



      
A single node in the document tree.
Each node has a deterministic ID, typed content, optional parent/children references,
and metadata like page number and content layer classification.
Fields
	:id - Deterministic identifier (hash of content + position)
	:node_type - Node type discriminant (paragraph, heading, list, etc.)
	:content - Node content as a map with type-specific fields
	:content_layer - Content layer classification (body, header, footer, footnote)
	:parent - Parent node index (nil if root node)
	:children - List of child node indices in reading order
	:page_number - Page number where node starts (1-indexed)
	:page_number_end - Page number where node ends (for multi-page elements)
	:bbox - Bounding box coordinates if available
	:annotations - List of inline text annotations

Examples
iex> node = %Kreuzberg.DocumentNode{
...>   id: "node-1",
...>   node_type: "paragraph",
...>   content: %{"text" => "Hello world"},
...>   page_number: 1
...> }
iex> node.node_type
"paragraph"

      


      
        Summary


  
    Types
  


    
      
        node_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


        Creates a DocumentNode struct from a map.



    


    
      
        has_children?(document_node)

      


        Check if this node has children.



    


    
      
        readable_type(document_node)

      


        Get node type with readable formatting.



    


    
      
        root?(document_node)

      


        Check if this is a root node (no parent).



    


    
      
        to_map(node)

      


        Converts a DocumentNode struct to a map.



    





      


      
        Types


        


  
    
      
    
    
      node_type()



        
          
        

    

  


  

      

          @type node_type() ::
  :title
  | :heading
  | :paragraph
  | :list
  | :list_item
  | :table
  | :image
  | :code
  | :quote
  | :formula
  | :footnote
  | :group
  | :page_break


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.DocumentNode{
  annotations: [Kreuzberg.DocumentTextAnnotation.t()],
  bbox: Kreuzberg.BoundingBox.t() | nil,
  children: [non_neg_integer()],
  content: map(),
  content_layer: String.t() | nil,
  id: String.t(),
  node_type: String.t(),
  page_number: non_neg_integer() | nil,
  page_number_end: non_neg_integer() | nil,
  parent: non_neg_integer() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a DocumentNode struct from a map.
Converts a plain map (typically from NIF/Rust) into a proper struct,
handling nested content and annotation data.
Parameters
	data - A map containing node fields

Returns
A DocumentNode struct with properly typed fields.
Examples
iex> node_map = %{
...>   "id" => "node-1",
...>   "node_type" => "paragraph",
...>   "content" => %{"text" => "Hello"},
...>   "page" => 1
...> }
iex> node = Kreuzberg.DocumentNode.from_map(node_map)
iex> node.node_type
"paragraph"

  



  
    
      
    
    
      has_children?(document_node)



        
          
        

    

  


  

      

          @spec has_children?(t()) :: boolean()


      


Check if this node has children.
Parameters
	node - A DocumentNode struct

Returns
Boolean indicating whether the node has child nodes.
Examples
iex> node = %Kreuzberg.DocumentNode{children: [1, 2]}
iex> Kreuzberg.DocumentNode.has_children?(node)
true

  



  
    
      
    
    
      readable_type(document_node)



        
          
        

    

  


  

      

          @spec readable_type(t()) :: String.t()


      


Get node type with readable formatting.
Converts snake_case node types to Title Case for display.
Parameters
	node - A DocumentNode struct

Returns
A human-readable string representation of the node type.
Examples
iex> node = %Kreuzberg.DocumentNode{node_type: "list_item"}
iex> Kreuzberg.DocumentNode.readable_type(node)
"List Item"

  



  
    
      
    
    
      root?(document_node)



        
          
        

    

  


  

      

          @spec root?(t()) :: boolean()


      


Check if this is a root node (no parent).
Parameters
	node - A DocumentNode struct

Returns
Boolean indicating whether the node is a root node.
Examples
iex> node = %Kreuzberg.DocumentNode{parent: nil}
iex> Kreuzberg.DocumentNode.root?(node)
true

  



  
    
      
    
    
      to_map(node)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a DocumentNode struct to a map.
Useful for serialization and passing to external systems.
Parameters
	node - A DocumentNode struct

Returns
A map with string keys representing all fields.
Examples
iex> node = %Kreuzberg.DocumentNode{
...>   id: "node-1",
...>   node_type: "paragraph",
...>   content: %{"text" => "Hello"}
...> }
iex> map = Kreuzberg.DocumentNode.to_map(node)
iex> map["node_type"]
"paragraph"
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Kreuzberg.DocumentStructure 
    



      
Structured document representation with hierarchical node tree.
A flat array of nodes with index-based parent/child references forming a tree.
Root-level nodes have no parent. Nodes are stored in document/reading order.
Fields
	:nodes - List of DocumentNode structs in reading order

Examples
iex> structure = %Kreuzberg.DocumentStructure{
...>   nodes: [
...>     %Kreuzberg.DocumentNode{
...>       id: "node-1",
...>       node_type: "paragraph",
...>       content: %{"text" => "Hello world"},
...>       page_number: 1
...>     }
...>   ]
...> }
iex> structure.nodes
[%Kreuzberg.DocumentNode{...}]

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        children(arg1, parent_index)

      


        Get child nodes of a specific parent node.



    


    
      
        count(document_structure)

      


        Get total number of nodes in structure.



    


    
      
        empty?(document_structure)

      


        Check if document structure is empty.



    


    
      
        from_map(data)

      


        Creates a DocumentStructure struct from a map.



    


    
      
        get_node(arg1, index)

      


        Get a node by index (0-based).



    


    
      
        nodes_by_type(document_structure, node_type)

      


        Get all nodes of a specific type.



    


    
      
        root_nodes(document_structure)

      


        Get all root-level nodes (nodes with no parent).



    


    
      
        to_map(structure)

      


        Converts a DocumentStructure struct to a map.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.DocumentStructure{nodes: [Kreuzberg.DocumentNode.t()]}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      children(arg1, parent_index)



        
          
        

    

  


  

      

          @spec children(t(), non_neg_integer()) :: [Kreuzberg.DocumentNode.t()]


      


Get child nodes of a specific parent node.
Parameters
	structure - A DocumentStructure struct
	parent_index - The index of the parent node

Returns
A list of child nodes.
Examples
iex> structure = %Kreuzberg.DocumentStructure{
...>   nodes: [
...>     %Kreuzberg.DocumentNode{id: "node-1", children: [1, 2]},
...>     %Kreuzberg.DocumentNode{id: "node-2", parent: 0},
...>     %Kreuzberg.DocumentNode{id: "node-3", parent: 0}
...>   ]
...> }
iex> children = Kreuzberg.DocumentStructure.children(structure, 0)
iex> length(children)
2

  



  
    
      
    
    
      count(document_structure)



        
          
        

    

  


  

      

          @spec count(t()) :: non_neg_integer()


      


Get total number of nodes in structure.
Parameters
	structure - A DocumentStructure struct

Returns
The count of nodes as an integer.
Examples
iex> structure = %Kreuzberg.DocumentStructure{nodes: [%Kreuzberg.DocumentNode{}]}
iex> Kreuzberg.DocumentStructure.count(structure)
1

  



  
    
      
    
    
      empty?(document_structure)



        
          
        

    

  


  

      

          @spec empty?(t()) :: boolean()


      


Check if document structure is empty.
Parameters
	structure - A DocumentStructure struct

Returns
Boolean indicating whether the structure has no nodes.
Examples
iex> structure = %Kreuzberg.DocumentStructure{nodes: []}
iex> Kreuzberg.DocumentStructure.empty?(structure)
true

  



  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a DocumentStructure struct from a map.
Converts a plain map (typically from NIF/Rust) into a proper struct,
handling nested node data.
Parameters
	data - A map containing document structure fields

Returns
A DocumentStructure struct with properly typed fields.
Examples
iex> structure_map = %{
...>   "nodes" => [
...>     %{
...>       "id" => "node-1",
...>       "node_type" => "paragraph",
...>       "content" => %{"text" => "Hello"}
...>     }
...>   ]
...> }
iex> structure = Kreuzberg.DocumentStructure.from_map(structure_map)
iex> length(structure.nodes)
1

  



  
    
      
    
    
      get_node(arg1, index)



        
          
        

    

  


  

      

          @spec get_node(t(), non_neg_integer()) :: Kreuzberg.DocumentNode.t() | nil


      


Get a node by index (0-based).
Parameters
	structure - A DocumentStructure struct
	index - Zero-based index of the node to retrieve

Returns
The node at that index, or nil if out of bounds.
Examples
iex> structure = %Kreuzberg.DocumentStructure{
...>   nodes: [%Kreuzberg.DocumentNode{id: "node-1"}]
...> }
iex> Kreuzberg.DocumentStructure.get_node(structure, 0)
%Kreuzberg.DocumentNode{id: "node-1", ...}

  



  
    
      
    
    
      nodes_by_type(document_structure, node_type)



        
          
        

    

  


  

      

          @spec nodes_by_type(t(), String.t() | atom()) :: [Kreuzberg.DocumentNode.t()]


      


Get all nodes of a specific type.
Parameters
	structure - A DocumentStructure struct
	node_type - The node type to filter by (string or atom)

Returns
A list of nodes matching the given type.
Examples
iex> structure = %Kreuzberg.DocumentStructure{
...>   nodes: [
...>     %Kreuzberg.DocumentNode{node_type: "paragraph"},
...>     %Kreuzberg.DocumentNode{node_type: "heading"},
...>     %Kreuzberg.DocumentNode{node_type: "paragraph"}
...>   ]
...> }
iex> paragraphs = Kreuzberg.DocumentStructure.nodes_by_type(structure, "paragraph")
iex> length(paragraphs)
2

  



  
    
      
    
    
      root_nodes(document_structure)



        
          
        

    

  


  

      

          @spec root_nodes(t()) :: [Kreuzberg.DocumentNode.t()]


      


Get all root-level nodes (nodes with no parent).
Parameters
	structure - A DocumentStructure struct

Returns
A list of root-level nodes.
Examples
iex> structure = %Kreuzberg.DocumentStructure{
...>   nodes: [
...>     %Kreuzberg.DocumentNode{id: "node-1", parent: nil},
...>     %Kreuzberg.DocumentNode{id: "node-2", parent: 0}
...>   ]
...> }
iex> roots = Kreuzberg.DocumentStructure.root_nodes(structure)
iex> length(roots)
1

  



  
    
      
    
    
      to_map(structure)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a DocumentStructure struct to a map.
Useful for serialization and passing to external systems.
Parameters
	structure - A DocumentStructure struct

Returns
A map with string keys representing all fields.
Examples
iex> structure = %Kreuzberg.DocumentStructure{nodes: []}
iex> Kreuzberg.DocumentStructure.to_map(structure)
%{"nodes" => []}

  


        

      


  

  
    
    Kreuzberg.DocumentTextAnnotation - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.DocumentTextAnnotation 
    



      
Inline text annotation with byte-range formatting and links.
Annotations reference byte offsets into a node's text content,
enabling precise identification of formatted regions.
Fields
	:start - Start byte offset (inclusive)
	:end - End byte offset (exclusive)
	:kind - Annotation type (bold, italic, link, etc.)
	:url - URL for link annotations (nil for other types)

Examples
iex> annotation = %Kreuzberg.DocumentTextAnnotation{
...>   start: 0,
...>   end: 5,
...>   kind: "bold"
...> }
iex> annotation.kind
"bold"
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  end: non_neg_integer(),
  kind: String.t(),
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          @spec from_map(map()) :: t()


      


Creates a DocumentTextAnnotation struct from a map.
Converts a plain map (typically from NIF/Rust) into a proper struct.
Parameters
	data - A map containing annotation fields

Returns
A DocumentTextAnnotation struct with properly typed fields.
Examples
iex> annotation_map = %{
...>   "start" => 0,
...>   "end" => 5,
...>   "kind" => "bold"
...> }
iex> annotation = Kreuzberg.DocumentTextAnnotation.from_map(annotation_map)
iex> annotation.kind
"bold"
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          @spec link?(t()) :: boolean()


      


Check if this is a link annotation.
Parameters
	annotation - A DocumentTextAnnotation struct

Returns
Boolean indicating whether the annotation is a link.
Examples
iex> annotation = %Kreuzberg.DocumentTextAnnotation{kind: "link", url: "https://example.com"}
iex> Kreuzberg.DocumentTextAnnotation.link?(annotation)
true
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          @spec readable_kind(t()) :: String.t()


      


Get human-readable annotation kind name.
Converts annotation kind to a display-friendly string.
Parameters
	annotation - A DocumentTextAnnotation struct

Returns
A human-readable string representation of the annotation kind.
Examples
iex> annotation = %Kreuzberg.DocumentTextAnnotation{kind: "bold"}
iex> Kreuzberg.DocumentTextAnnotation.readable_kind(annotation)
"Bold"
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          @spec to_map(t()) :: map()


      


Converts a DocumentTextAnnotation struct to a map.
Useful for serialization and passing to external systems.
Parameters
	annotation - A DocumentTextAnnotation struct

Returns
A map with string keys representing all fields.
Examples
iex> annotation = %Kreuzberg.DocumentTextAnnotation{
...>   start: 0,
...>   end: 5,
...>   kind: "bold"
...> }
iex> Kreuzberg.DocumentTextAnnotation.to_map(annotation)
%{"start" => 0, "end" => 5, "kind" => "bold", "url" => nil}

  


        

      


  

  
    
    Kreuzberg.Element - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.Element 
    



      
Semantic element extracted from a document.
Represents a logical unit of content with semantic classification,
unique identifier, and metadata for tracking origin and position.
Compatible with Unstructured.io element format.
Element Types
Elements are classified into semantic categories:
	:title - Document title
	:narrative_text - Main narrative text body
	:heading - Section heading
	:list_item - List item (bullet, numbered, etc.)
	:table - Table element
	:image - Image element
	:page_break - Page break marker
	:code_block - Code block
	:block_quote - Block quote
	:footer - Footer text
	:header - Header text

Fields
	:element_id - Unique deterministic identifier for the element
	:element_type - Semantic type classification (atom)
	:text - Text content of the element
	:metadata - ElementMetadata struct with position and source info

Examples
iex> element = %Kreuzberg.Element{
...>   element_id: "elem-12345",
...>   element_type: :narrative_text,
...>   text: "This is a paragraph of text.",
...>   metadata: %Kreuzberg.ElementMetadata{
...>     page_number: 1,
...>     filename: "document.pdf"
...>   }
...> }
iex> element.element_type
:narrative_text
iex> element.text
"This is a paragraph of text."
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        to_map(element)

      


        Converts an Element struct to a map.



    


    
      
        type_description(arg1)

      


        Returns a human-readable description of the element type.



    





      


      
        Types


        


  
    
      
    
    
      element_type()



        
          
        

    

  


  

      

          @type element_type() ::
  :title
  | :narrative_text
  | :heading
  | :list_item
  | :table
  | :image
  | :page_break
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          @type t() :: %Kreuzberg.Element{
  element_id: String.t(),
  element_type: element_type(),
  metadata: Kreuzberg.ElementMetadata.t(),
  text: String.t()
}
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          @spec from_map(map()) :: t()


      


Creates an Element struct from a map.
Converts a plain map (typically from NIF/Rust) into a proper struct,
handling nested metadata and type conversion.
Parameters
	data - A map containing element fields

Returns
An Element struct with properly typed fields.
Examples
iex> element_map = %{
...>   "element_id" => "elem-123",
...>   "element_type" => "narrative_text",
...>   "text" => "Paragraph content",
...>   "metadata" => %{"page_number" => 1}
...> }
iex> element = Kreuzberg.Element.from_map(element_map)
iex> element.element_type
:narrative_text
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          @spec to_map(t()) :: map()


      


Converts an Element struct to a map.
Useful for serialization and passing to external systems.
Parameters
	element - An Element struct

Returns
A map with string keys representing all fields. Element type is converted to string.
Examples
iex> element = %Kreuzberg.Element{
...>   element_id: "elem-123",
...>   element_type: :narrative_text,
...>   text: "Content",
...>   metadata: %Kreuzberg.ElementMetadata{}
...> }
iex> map = Kreuzberg.Element.to_map(element)
iex> map["element_type"]
"narrative_text"
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          @spec type_description(element_type()) :: String.t()


      


Returns a human-readable description of the element type.
Parameters
	element_type - An element type atom

Returns
A string description of the element type.
Examples
iex> Kreuzberg.Element.type_description(:narrative_text)
"Narrative text"

iex> Kreuzberg.Element.type_description(:code_block)
"Code block"
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Metadata for a semantic element extracted from a document.
Contains information about where and how an element appears in the source
document, including position, page number, and custom metadata fields.
Fields
	:page_number - Page number where element appears (1-indexed), or nil
	:filename - Source filename or document name, or nil
	:coordinates - Bounding box coordinates if available, or nil
	:element_index - Position index in the element sequence, or nil
	:additional - Map of custom metadata fields (defaults to empty map)

Examples
iex> metadata = %Kreuzberg.ElementMetadata{
...>   page_number: 1,
...>   filename: "document.pdf",
...>   coordinates: %Kreuzberg.BoundingBox{x0: 10.0, y0: 20.0, x1: 100.0, y1: 50.0},
...>   element_index: 0,
...>   additional: %{"section" => "Introduction"}
...> }
iex> metadata.page_number
1
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          @type t() :: %Kreuzberg.ElementMetadata{
  additional: map(),
  coordinates: Kreuzberg.BoundingBox.t() | nil,
  element_index: integer() | nil,
  filename: String.t() | nil,
  page_number: integer() | nil
}
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          @spec from_map(map()) :: t()


      


Creates an ElementMetadata struct from a map.
Converts a plain map (typically from NIF/Rust) into a proper struct,
handling nested bounding box data.
Parameters
	data - A map containing metadata fields

Returns
An ElementMetadata struct with properly typed fields.
Examples
iex> metadata_map = %{
...>   "page_number" => 1,
...>   "filename" => "document.pdf",
...>   "coordinates" => %{"x0" => 10.0, "y0" => 20.0, "x1" => 100.0, "y1" => 50.0},
...>   "element_index" => 0,
...>   "additional" => %{"section" => "Introduction"}
...> }
iex> metadata = Kreuzberg.ElementMetadata.from_map(metadata_map)
iex> metadata.page_number
1
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          @spec to_map(t()) :: map()


      


Converts an ElementMetadata struct to a map.
Useful for serialization and passing to external systems.
Parameters
	metadata - An ElementMetadata struct

Returns
A map with string keys representing all fields.
Examples
iex> metadata = %Kreuzberg.ElementMetadata{
...>   page_number: 1,
...>   filename: "doc.pdf",
...>   additional: %{"section" => "intro"}
...> }
iex> Kreuzberg.ElementMetadata.to_map(metadata)
%{
  "page_number" => 1,
  "filename" => "doc.pdf",
  "coordinates" => nil,
  ...
}

  


        

      


  

  
    
    Kreuzberg.ElementType - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.ElementType 
    



      
Enumeration of semantic element types in a document.
Matches the Rust ElementType enum.
Values
	:title - Document title
	:narrative_text - Main narrative text body
	:heading - Section heading
	:list_item - List item
	:table - Table element
	:image - Image element
	:page_break - Page break marker
	:code_block - Code block
	:block_quote - Block quote
	:footer - Footer text
	:header - Header text
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  | :list_item
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  | :block_quote
  | :footer
  | :header
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          @spec values() :: [t()]


      


Returns all valid ElementType values.
Examples
iex> Kreuzberg.ElementType.values()
[:title, :narrative_text, :heading, :list_item, :table, :image, :page_break, :code_block, :block_quote, :footer, :header]
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Configuration for standalone text embedding generation.
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        Creates a new EmbeddingConfig with default values.
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        Converts the configuration to a map for NIF serialization.
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          @type t() :: %Kreuzberg.EmbeddingConfig{
  acceleration: map() | nil,
  batch_size: pos_integer() | nil,
  model: String.t() | map(),
  normalize: boolean()
}
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EPUB metadata (Dublin Core extensions).
Matches the Rust EpubMetadata struct.
Fields
	:coverage - Geographic/temporal coverage
	:dc_format - Dublin Core format
	:relation - Related resource
	:source - Source resource
	:dc_type - Dublin Core type
	:cover_image - Cover image path
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          @type t() :: %Kreuzberg.EpubMetadata{
  cover_image: String.t() | nil,
  coverage: String.t() | nil,
  dc_format: String.t() | nil,
  dc_type: String.t() | nil,
  relation: String.t() | nil,
  source: String.t() | nil
}
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Error metadata when extraction partially failed.
Matches the Rust ErrorMetadata struct.
Fields
	:error_type - The type/category of the error
	:message - Human-readable error message
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Configuration structure for document extraction operations.
Provides options for controlling extraction behavior including caching, quality processing,
OCR, chunking, language detection, and post-processing. This module defines the configuration
schema and provides validation utilities to ensure configurations are valid before passing
them to the Rust extraction engine.
Configuration Fields
Boolean Flags (Top-level)
	:use_cache - Enable result caching (default: true)
	:enable_quality_processing - Enable quality post-processing (default: true)
	:force_ocr - Force OCR even for searchable PDFs (default: false)
	:disable_ocr - Disable OCR entirely — image files return empty content (default: false)

Output Format Flags
	:output_format - Content text format (default: "plain") - "plain", "markdown", "djot", "html"
	:result_format - Result structure format (default: "unified") - "unified", "element_based"

Nested Configuration Maps (Optional)
	:chunking - Text chunking configuration with options like chunk_size, overlap, etc.
	:ocr - OCR backend configuration with settings for language, PSM mode, etc.	Can include nested :paddle_ocr_config for PaddleOCR-specific settings
	Can include nested :element_config for OCR element extraction settings


	:language_detection - Language detection settings for multi-language content
	:postprocessor - Post-processor configuration for cleaning/formatting extracted text
	:images - Image extraction configuration (quality, format, preprocessing options)
	:pages - Page-level extraction configuration (which pages to extract, etc.)
	:token_reduction - Token reduction settings for optimizing output size
	:keywords - Keyword extraction configuration
	:pdf_options - PDF-specific options (requires pdf feature to be enabled)
	:html_options - HTML to Markdown conversion options (quality, format, preprocessing options)
	:layout - Layout detection configuration (confidence_threshold, apply_heuristics, table_model)
	:acceleration - GPU acceleration configuration (provider, device_id)
	:security_limits - Security limits for archive extraction (max sizes, compression ratio, etc.)
	:email - Email extraction configuration (msg_fallback_codepage)
	:content_filter - Content filter configuration (include_headers, include_footers, strip_repeating_text, include_watermarks)
	:max_concurrent_extractions - Maximum concurrent extractions in batch operations (positive integer or nil)
	:cache_namespace - Cache namespace for tenant isolation (string or nil)
	:cache_ttl_secs - Per-request cache TTL in seconds (non-negative integer or nil)
	:extraction_timeout_secs - Per-request extraction timeout in seconds; when exceeded, extraction is cancelled (non-negative integer or nil)

Default Values
All boolean flags default to reasonable values:
	use_cache: true - Caching is enabled by default for better performance
	enable_quality_processing: true - Quality processing is enabled by default for better extraction results
	force_ocr: false - OCR is only used when necessary (searchable PDFs bypass OCR)
	disable_ocr: false - OCR is available when needed

Format defaults:
	output_format: "plain" - Raw extracted text (no formatting)
	result_format: "unified" - All content in unified content field

All nested configurations default to nil, allowing the Rust implementation to apply
its own defaults.
Field Validation
The validate/1 function ensures:
	Boolean fields are actually booleans
	Format fields are valid enum values
	Nested configurations are maps or nil
	No invalid field names are used

Examples
# Create config with chunking enabled
iex> config = %Kreuzberg.ExtractionConfig{
...>   chunking: %{"enabled" => true, "chunk_size" => 1024},
...>   use_cache: true
...> }
iex> Kreuzberg.ExtractionConfig.validate(config)
{:ok, config}

# Create config with markdown output format
iex> config = %Kreuzberg.ExtractionConfig{
...>   output_format: "markdown",
...>   result_format: "unified"
...> }
iex> Kreuzberg.ExtractionConfig.validate(config)
{:ok, config}

# Create config that forces OCR with element-based result format
iex> config = %Kreuzberg.ExtractionConfig{
...>   force_ocr: true,
...>   result_format: "element_based",
...>   enable_quality_processing: true
...> }
iex> Kreuzberg.ExtractionConfig.validate(config)
{:ok, config}

# Validate invalid configuration (non-boolean field)
iex> config = %Kreuzberg.ExtractionConfig{use_cache: "yes"}
iex> Kreuzberg.ExtractionConfig.validate(config)
{:error, "Field 'use_cache' must be a boolean, got: string"}

# Validate invalid format
iex> config = %Kreuzberg.ExtractionConfig{output_format: "invalid"}
iex> Kreuzberg.ExtractionConfig.validate(config)
{:error, "Field 'output_format' must be one of: plain, text, markdown, md, djot, html, got: invalid"}

# Convert to map for NIF
iex> config = %Kreuzberg.ExtractionConfig{chunking: %{"size" => 512}}
iex> Kreuzberg.ExtractionConfig.to_map(config)
%{
  "acceleration" => nil,
  "cache_namespace" => nil,
  "cache_ttl_secs" => nil,
  "chunking" => %{"size" => 512},
  "concurrency" => nil,
  "content_filter" => nil,
  "email" => nil,
  "disable_ocr" => false,
  "enable_quality_processing" => true,
  "extraction_timeout_secs" => nil,
  "force_ocr" => false,
  "force_ocr_pages" => nil,
  "html_options" => nil,
  "images" => nil,
  "include_document_structure" => false,
  "keywords" => nil,
  "language_detection" => nil,
  "layout" => nil,
  "max_archive_depth" => 3,
  "max_concurrent_extractions" => nil,
  "ocr" => nil,
  "output_format" => "plain",
  "pages" => nil,
  "pdf_options" => nil,
  "postprocessor" => nil,
  "result_format" => "unified",
  "security_limits" => nil,
  "token_reduction" => nil,
  "tree_sitter" => nil,
  "use_cache" => true
}
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        Discover and load an ExtractionConfig by searching directories.
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        Load an ExtractionConfig from a file.
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        Creates a new ExtractionConfig with all default values.
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        Creates a new ExtractionConfig from keyword list or map.
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        Converts an ExtractionConfig struct to a map for NIF serialization.
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          @type config_map() :: %{required(String.t()) => any()}
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          @type layout_config() ::
  %{
    confidence_threshold: float() | nil,
    apply_heuristics: boolean(),
    table_model: String.t() | nil
  }
  | nil
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          @type nested_config() :: config_map() | nil
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          @type output_format() :: String.t()
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          @type result_format() :: String.t()
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          @type t() :: %Kreuzberg.ExtractionConfig{
  acceleration: nested_config(),
  cache_namespace: String.t() | nil,
  cache_ttl_secs: non_neg_integer() | nil,
  chunking: nested_config(),
  concurrency: nested_config(),
  content_filter: nested_config(),
  disable_ocr: boolean(),
  email: nested_config(),
  enable_quality_processing: boolean(),
  extraction_timeout_secs: non_neg_integer() | nil,
  force_ocr: boolean(),
  force_ocr_pages: [non_neg_integer()] | nil,
  html_options: config_map() | nil,
  html_output: nested_config(),
  images: nested_config(),
  include_document_structure: boolean(),
  keywords: nested_config(),
  language_detection: nested_config(),
  layout: layout_config(),
  max_archive_depth: non_neg_integer(),
  max_concurrent_extractions: non_neg_integer() | nil,
  ocr: nested_config(),
  output_format: output_format(),
  pages: nested_config(),
  pdf_options: nested_config(),
  postprocessor: nested_config(),
  result_format: result_format(),
  security_limits: nested_config(),
  token_reduction: nested_config(),
  tree_sitter: Kreuzberg.TreeSitterConfig.t() | nested_config(),
  use_cache: boolean()
}
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          @spec discover() :: {:ok, t()} | {:error, :not_found | String.t()}


      


Discover and load an ExtractionConfig by searching directories.
Searches the current working directory and all parent directories for
a configuration file in the following order:
	kreuzberg.toml
	kreuzberg.yaml
	kreuzberg.yml
	kreuzberg.json

Returns the first configuration file found.
Returns
	{:ok, config} - Successfully discovered and loaded configuration
	{:error, :not_found} - No configuration file found in directory tree
	{:error, reason} - Error loading or parsing the configuration file

Examples
# When no config file exists
iex> Kreuzberg.ExtractionConfig.discover()
{:error, :not_found}

  



  
    
      
    
    
      from_file(file_path)



        
          
        

    

  


  

      

          @spec from_file(String.t() | Path.t()) :: {:ok, t()} | {:error, String.t()}


      


Load an ExtractionConfig from a file.
Supports TOML, YAML, and JSON configuration file formats.
The file format is automatically detected based on the file extension
or file contents.
Parameters
	file_path - Path to the configuration file (String or Path.t())

Returns
	{:ok, config} - Successfully loaded configuration as a struct
	{:error, reason} - Failed to load or parse the configuration file

Supported Formats
	.toml - TOML format (e.g., kreuzberg.toml)
	.yaml, .yml - YAML format (e.g., kreuzberg.yaml)
	.json - JSON format (e.g., kreuzberg.json)

Examples
Loading from a TOML file:
Kreuzberg.ExtractionConfig.from_file("kreuzberg.toml")
# => {:ok, %Kreuzberg.ExtractionConfig{...}}
Loading from a YAML file:
Kreuzberg.ExtractionConfig.from_file("/etc/config/extraction.yaml")
# => {:ok, %Kreuzberg.ExtractionConfig{...}}
Handling missing files:
Kreuzberg.ExtractionConfig.from_file("/nonexistent/file.toml")
# => {:error, "File not found: ..."}
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          @spec new() :: t()


      


Creates a new ExtractionConfig with all default values.
Examples
iex> config = Kreuzberg.ExtractionConfig.new()
iex> config.use_cache
true
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          @spec new(keyword() | map()) :: t()


      


Creates a new ExtractionConfig from keyword list or map.
Parameters
	opts - Keyword list or map (supports string keys from JSON)

Examples
iex> config = Kreuzberg.ExtractionConfig.new(use_cache: false)
iex> config.use_cache
false

iex> config = Kreuzberg.ExtractionConfig.new(%{"output_format" => "markdown"})
iex> config.output_format
"markdown"
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          @spec to_map(t() | map() | nil | list()) :: map() | nil


      


Converts an ExtractionConfig struct to a map for NIF serialization.
Returns a map containing all configuration fields, both boolean flags and
nested configurations. Serializes all values including nil for complete
representation.
Parameters
	config - An ExtractionConfig struct, a plain map, nil, or a keyword list

Returns
A map with string keys representing the configuration options. All fields
are included, allowing the Rust side to override with provided values.
Field Descriptions
	"chunking" - Text chunking configuration (map or nil)
	"ocr" - OCR backend configuration (map or nil)
	"language_detection" - Language detection settings (map or nil)
	"postprocessor" - Post-processor configuration (map or nil)
	"images" - Image extraction configuration (map or nil)
	"pages" - Page-level extraction configuration (map or nil)
	"token_reduction" - Token reduction settings (map or nil)
	"keywords" - Keyword extraction configuration (map or nil)
	"pdf_options" - PDF-specific options (map or nil)
	"max_concurrent_extractions" - Maximum concurrent extractions (positive integer or nil)
	"html_options" - HTML to Markdown conversion options (map or nil)
	"layout" - Layout detection configuration (map or nil)
	"include_document_structure" - Include document structure in extraction (boolean)
	"use_cache" - Enable caching (boolean)
	"enable_quality_processing" - Enable quality processing (boolean)
	"force_ocr" - Force OCR usage (boolean)
	"output_format" - Content text format (string: "plain", "markdown", "djot", "html")
	"result_format" - Result structure format (string: "unified", "element_based")

Examples
iex> config = %Kreuzberg.ExtractionConfig{chunking: %{"size" => 512}, output_format: "markdown"}
iex> Kreuzberg.ExtractionConfig.to_map(config)
%{
  "acceleration" => nil,
  "cache_namespace" => nil,
  "cache_ttl_secs" => nil,
  "chunking" => %{"size" => 512},
  "concurrency" => nil,
  "email" => nil,
  "disable_ocr" => false,
  "enable_quality_processing" => true,
  "extraction_timeout_secs" => nil,
  "force_ocr" => false,
  "force_ocr_pages" => nil,
  "html_options" => nil,
  "images" => nil,
  "include_document_structure" => false,
  "keywords" => nil,
  "language_detection" => nil,
  "layout" => nil,
  "max_archive_depth" => 3,
  "max_concurrent_extractions" => nil,
  "ocr" => nil,
  "output_format" => "markdown",
  "pages" => nil,
  "pdf_options" => nil,
  "postprocessor" => nil,
  "result_format" => "unified",
  "security_limits" => nil,
  "token_reduction" => nil,
  "tree_sitter" => nil,
  "use_cache" => true
}

iex> config = %Kreuzberg.ExtractionConfig{}
iex> Kreuzberg.ExtractionConfig.to_map(config)
%{
  "acceleration" => nil,
  "cache_namespace" => nil,
  "cache_ttl_secs" => nil,
  "chunking" => nil,
  "concurrency" => nil,
  "content_filter" => nil,
  "email" => nil,
  "disable_ocr" => false,
  "enable_quality_processing" => true,
  "extraction_timeout_secs" => nil,
  "force_ocr" => false,
  "force_ocr_pages" => nil,
  "html_options" => nil,
  "images" => nil,
  "include_document_structure" => false,
  "keywords" => nil,
  "language_detection" => nil,
  "layout" => nil,
  "max_archive_depth" => 3,
  "max_concurrent_extractions" => nil,
  "ocr" => nil,
  "output_format" => "plain",
  "pages" => nil,
  "pdf_options" => nil,
  "postprocessor" => nil,
  "result_format" => "unified",
  "security_limits" => nil,
  "token_reduction" => nil,
  "tree_sitter" => nil,
  "use_cache" => true
}

iex> Kreuzberg.ExtractionConfig.to_map(nil)
nil

iex> Kreuzberg.ExtractionConfig.to_map(%{"use_cache" => false, "output_format" => "markdown"})
%{"use_cache" => false, "output_format" => "markdown"}

  



  
    
      
    
    
      validate(config)



        
          
        

    

  


  

      

          @spec validate(t()) :: {:ok, t()} | {:error, String.t()}


      


Validates an ExtractionConfig for correct field types and values.
Ensures that:
	Boolean fields (use_cache, enable_quality_processing, force_ocr) are actually booleans
	Format fields (output_format, result_format) are valid enum values
	Nested configuration fields are maps or nil
	All values are valid according to the configuration schema

This function is useful for early validation before passing configuration
to the extraction functions.
Parameters
	config - An ExtractionConfig struct to validate

Returns
	{:ok, config} - If the configuration is valid
	{:error, reason} - If validation fails, with a descriptive error message

Examples
iex> config = %Kreuzberg.ExtractionConfig{use_cache: true}
iex> Kreuzberg.ExtractionConfig.validate(config)
{:ok, config}

iex> config = %Kreuzberg.ExtractionConfig{output_format: "markdown", result_format: "unified"}
iex> Kreuzberg.ExtractionConfig.validate(config)
{:ok, config}

iex> config = %Kreuzberg.ExtractionConfig{chunking: %{"size" => 1024}}
iex> Kreuzberg.ExtractionConfig.validate(config)
{:ok, config}

iex> config = %Kreuzberg.ExtractionConfig{use_cache: "yes"}
iex> Kreuzberg.ExtractionConfig.validate(config)
{:error, "Field 'use_cache' must be a boolean, got: string"}

iex> config = %Kreuzberg.ExtractionConfig{output_format: "invalid"}
iex> Kreuzberg.ExtractionConfig.validate(config)
{:error, "Field 'output_format' must be one of: plain, text, markdown, md, djot, html, got: invalid"}

iex> config = %Kreuzberg.ExtractionConfig{chunking: "invalid"}
iex> Kreuzberg.ExtractionConfig.validate(config)
{:error, "Field 'chunking' must be a map or nil, got: string"}

iex> config = %Kreuzberg.ExtractionConfig{force_ocr: true, enable_quality_processing: true}
iex> Kreuzberg.ExtractionConfig.validate(config)
{:ok, config}
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Kreuzberg.ExtractionResult 
    



      
Structure representing the result of a document extraction operation.
Matches the Rust ExtractionResult struct.
Fields
	:content - The main extracted text content
	:mime_type - The MIME type of the processed document
	:metadata - Metadata struct with document information
	:tables - List of extracted tables
	:detected_languages - List of detected language codes
	:chunks - Optional list of text chunks with embeddings
	:images - Optional list of extracted images
	:pages - Optional list of per-page content
	:elements - Optional list of semantic elements
	:ocr_elements - Optional list of OCR elements with positioning and confidence
	:djot_content - Optional rich Djot content structure
	:document - Optional hierarchical document structure
	:extracted_keywords - Optional list of extracted keywords with scores
	:quality_score - Optional quality score for the extraction (0.0 to 1.0)
	:processing_warnings - Optional list of warnings generated during processing
	:annotations - Optional list of PDF annotations (text, highlight, link, etc.)
	:uris - Optional list of URIs extracted from the document
	:children - Optional list of child extraction results (e.g., from archive entries)
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    Functions
  


    
      
        new(content, mime_type, metadata \\ %Kreuzberg.Metadata{}, tables \\ [], opts \\ [])

      


        Creates a new ExtractionResult from extracted data.



    


    
      
        to_map(result)

      


        Converts an ExtractionResult struct to a map.
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          @type t() :: %Kreuzberg.ExtractionResult{
  annotations: [Kreuzberg.PdfAnnotation.t()] | nil,
  children: [t()] | nil,
  chunks: [Kreuzberg.Chunk.t()] | nil,
  code_intelligence: Kreuzberg.CodeProcessResult.t() | nil,
  content: String.t(),
  detected_languages: [String.t()] | nil,
  djot_content: Kreuzberg.DjotContent.t() | nil,
  document: Kreuzberg.DocumentStructure.t() | nil,
  elements: [Kreuzberg.Element.t()] | nil,
  extracted_keywords: [Kreuzberg.Keyword.t()] | nil,
  images: [Kreuzberg.Image.t()] | nil,
  llm_usage: [map()] | nil,
  metadata: Kreuzberg.Metadata.t(),
  mime_type: String.t(),
  ocr_elements: [Kreuzberg.OcrElement.t()] | nil,
  pages: [Kreuzberg.Page.t()] | nil,
  processing_warnings: [Kreuzberg.ProcessingWarning.t()],
  quality_score: float() | nil,
  tables: [Kreuzberg.Table.t()],
  uris: [Kreuzberg.Uri.t()] | nil
}
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          @spec new(
  String.t(),
  String.t(),
  Kreuzberg.Metadata.t() | map(),
  [Kreuzberg.Table.t() | map()],
  keyword()
) :: t()


      


Creates a new ExtractionResult from extracted data.
Parameters
	content - The extracted text content
	mime_type - The MIME type of the document
	metadata - Document metadata struct or map
	tables - List of extracted table structs or maps
	opts - Optional keyword list with additional fields


  



  
    
      
    
    
      to_map(result)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts an ExtractionResult struct to a map.
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Kreuzberg.FictionBookMetadata 
    



      
FictionBook (FB2) metadata.
Matches the Rust FictionBookMetadata struct.
Fields
	:genres - List of genres
	:sequences - List of sequences/series
	:annotation - Book annotation/description
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          @type t() :: %Kreuzberg.FictionBookMetadata{
  annotation: String.t() | nil,
  genres: [String.t()],
  sequences: [String.t()]
}
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          @spec to_map(t()) :: map()
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Kreuzberg.Helpers 
    



      
Shared helper functions for Kreuzberg extraction modules.
This module provides common utility functions used across multiple modules
(Kreuzberg, BatchAPI, CacheAPI) to reduce code duplication and ensure
consistent behavior.
Features
	Key normalization for maps (atom/string conversion)
	Value normalization for nested structures
	Configuration validation
	Result struct conversion from native responses
	Statistics key normalization for cache operations


      


      
        Summary


  
    Functions
  


    
      
        call_native(nil_func, config_func, config)

      


        Call native extraction function with configuration validation pattern.



    


    
      
        into_result(map)

      


        Convert a native extraction response map to ExtractionResult struct.



    


    
      
        normalize_key(key)

      


        Convert atom, string, or any value to string key.



    


    
      
        normalize_map_keys(map)

      


        Recursively normalize map keys to strings.



    


    
      
        normalize_stats_keys(value)

      


        Normalize keys in statistics maps for cache operations.



    


    
      
        normalize_value(value)

      


        Recursively normalize nested values in maps and lists.



    


    
      
        run_validators(validators, data \\ nil)

      


        Run a list of validators with an optional data parameter.



    


    
      
        validate_config(cfg)

      


        Validate extraction configuration from various formats.
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          @spec call_native(
  (-> {:ok, any()} | {:error, String.t()}),
  (map() -> {:ok, any()} | {:error, String.t()}),
  nil | Kreuzberg.ExtractionConfig.t() | map() | keyword()
) :: {:ok, any()} | {:error, String.t()}


      


Call native extraction function with configuration validation pattern.
Handles the common pattern of:
	Checking if config is nil (bypass validation and call simple native function)
	Validating config if provided
	Converting config to map
	Calling native function with config options

Parameters
	nil_func - 0-arity function to call when config is nil
	config_func - 1-arity function to call with config_map
	config - Configuration to validate (nil, ExtractionConfig, map, or keyword list)

Returns
	{:ok, result} - Native function succeeded
	{:error, reason} - Configuration invalid or native function failed

Examples
iex> Kreuzberg.Helpers.call_native(
...>   fn -> Native.extract(input, mime_type) end,
...>   fn cfg_map -> Native.extract_with_options(input, mime_type, cfg_map) end,
...>   nil
...> )
{:ok, result_map}

  



  
    
      
    
    
      into_result(map)



        
          
        

    

  


  

      

          @spec into_result(map()) ::
  {:ok, Kreuzberg.ExtractionResult.t()} | {:error, String.t()}


      


Convert a native extraction response map to ExtractionResult struct.
Takes a map from the native layer and creates a properly typed
ExtractionResult struct, normalizing all keys to strings in the process.
Parameters
	map - Raw map from native extraction response

Returns
	{:ok, ExtractionResult.t()} - Successfully converted result struct
	{:error, reason} - Conversion failed (missing required fields)

Examples
iex> native_response = %{
...>   "content" => "extracted text",
...>   "mime_type" => "application/pdf",
...>   metadata: %{pages: 5}
...> }
iex> {:ok, result} = Kreuzberg.Helpers.into_result(native_response)
iex> result.content
"extracted text"

iex> invalid_response = %{"content" => "text"}
iex> {:error, reason} = Kreuzberg.Helpers.into_result(invalid_response)
iex> String.contains?(reason, "mime_type")
true
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          @spec normalize_key(atom() | binary() | any()) :: String.t()


      


Convert atom, string, or any value to string key.
Handles conversion of different key types to string format,
used for normalizing map keys from native responses.
Parameters
	key - Key as atom, binary, or any other type

Returns
	String representation of the key

Examples
iex> Kreuzberg.Helpers.normalize_key(:content)
"content"

iex> Kreuzberg.Helpers.normalize_key("content")
"content"

iex> Kreuzberg.Helpers.normalize_key(123)
"123"
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          @spec normalize_map_keys(any()) :: any()


      


Recursively normalize map keys to strings.
Converts all map keys to strings, handling nested maps and lists.
Non-map values are passed through unchanged.
Parameters
	map - Map or any value to normalize

Returns
	Map with string keys (for maps)
	Value unchanged (for non-maps)

Examples
iex> Kreuzberg.Helpers.normalize_map_keys(%{a: 1, "b" => 2})
%{"a" => 1, "b" => 2}

iex> Kreuzberg.Helpers.normalize_map_keys(%{"nested" => %{key: "value"}})
%{"nested" => %{"key" => "value"}}

iex> Kreuzberg.Helpers.normalize_map_keys([1, 2, 3])
[1, 2, 3]
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          @spec normalize_stats_keys(any()) :: any()


      


Normalize keys in statistics maps for cache operations.
Converts all keys in statistics maps to strings, used specifically
for normalizing cache statistics from the native layer.
This is an alias for normalize_map_keys/1 to reduce duplication.
Parameters
	map - Map or any value (only maps are normalized)

Returns
	Map with string keys (for maps)
	Value unchanged (for non-maps)

Examples
iex> Kreuzberg.Helpers.normalize_stats_keys(%{total_files: 42, "total_size_mb" => 128.5})
%{"total_files" => 42, "total_size_mb" => 128.5}

iex> Kreuzberg.Helpers.normalize_stats_keys([1, 2, 3])
[1, 2, 3]
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          @spec normalize_value(any()) :: any()


      


Recursively normalize nested values in maps and lists.
Handles normalization of:
	Nested maps: applies key normalization recursively
	Lists: normalizes each element
	Other values: passed through unchanged

Parameters
	value - Value to normalize (any type)

Returns
	Normalized value with all nested keys converted to strings

Examples
iex> Kreuzberg.Helpers.normalize_value(%{key: "value"})
%{"key" => "value"}

iex> Kreuzberg.Helpers.normalize_value([%{a: 1}, %{b: 2}])
[%{"a" => 1}, %{"b" => 2}]

iex> Kreuzberg.Helpers.normalize_value("string")
"string"
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          @spec run_validators([atom()], any() | nil) :: :ok | {:error, String.t()}


      


Run a list of validators with an optional data parameter.
Generic reducer for running validators that may or may not accept a data parameter.
Used to reduce duplication in run_validators and run_final_validators patterns.
Parameters
	validators - List of validator modules to run
	data - Optional data to pass to validators (defaults to nil)

Returns
	:ok - All validators passed
	{:error, reason} - First validator that failed

Examples
iex> Kreuzberg.Helpers.run_validators([MyValidator])
:ok

iex> Kreuzberg.Helpers.run_validators([MyValidator], extraction_result)
:ok
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          @spec validate_config(nil | Kreuzberg.ExtractionConfig.t() | map() | keyword()) ::
  {:ok, nil | Kreuzberg.ExtractionConfig.t() | map() | keyword()}
  | {:error, String.t()}


      


Validate extraction configuration from various formats.
Accepts nil, ExtractionConfig structs, maps, or keyword lists.
Validates structs and passes through other formats for later processing.
Parameters
	config - Configuration as:	nil - No configuration (valid, returns {:ok, nil})
	ExtractionConfig.t() - Struct format (validated)
	map() - Key-value configuration (passed through)
	keyword() - Keyword list configuration (passed through)



Returns
	{:ok, config} - Valid configuration
	{:error, reason} - Configuration validation failed

Examples
iex> Kreuzberg.Helpers.validate_config(nil)
{:ok, nil}

iex> Kreuzberg.Helpers.validate_config(%Kreuzberg.ExtractionConfig{})
{:ok, %Kreuzberg.ExtractionConfig{...}}

iex> Kreuzberg.Helpers.validate_config(%{"force_ocr" => true})
{:ok, %{"force_ocr" => true}}

iex> Kreuzberg.Helpers.validate_config(force_ocr: true)
{:ok, [force_ocr: true]}
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A hierarchical block within a page, representing heading-level structure.
Matches the Rust HierarchicalBlock struct.
Fields
	:text - The text content of this block
	:font_size - The font size of the text
	:level - Hierarchy level ("h1"-"h6" or "body")
	:bbox - Optional bounding box as [left, top, right, bottom]


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(block)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.HierarchicalBlock{
  bbox: [float()] | nil,
  font_size: float(),
  level: String.t(),
  text: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(block)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()
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Structure representing an extracted image from a document.
Matches the Rust ExtractedImage struct.
Fields
	:data - Raw binary image data (PNG, JPEG, WebP, etc.)
	:format - Image format string ("png", "jpeg", "webp", etc.)
	:image_index - Zero-indexed position of image in the document/page
	:page_number - Page number where image was found
	:width - Image width in pixels
	:height - Image height in pixels
	:colorspace - Color space (e.g., "RGB", "CMYK", "Gray")
	:bits_per_component - Bits per color component (e.g., 8, 16)
	:is_mask - Whether this image is a mask image
	:description - Optional description of the image
	:ocr_result - Nested OCR extraction result map
	:bounding_box - Bounding box coordinates if available
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        from_map(data)

      


        Creates an Image struct from a map.



    


    
      
        has_data?(image)

      


        Returns whether the image has binary data.



    


    
      
        new(format, opts \\ [])

      


        Creates a new Image struct.



    


    
      
        to_map(image)

      


        Converts an Image struct to a map.
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          @type t() :: %Kreuzberg.Image{
  bits_per_component: non_neg_integer() | nil,
  bounding_box: map() | nil,
  colorspace: String.t() | nil,
  data: binary(),
  description: String.t() | nil,
  format: String.t(),
  height: non_neg_integer() | nil,
  image_index: non_neg_integer(),
  is_mask: boolean(),
  ocr_result: Kreuzberg.ExtractionResult.t() | nil,
  page_number: non_neg_integer() | nil,
  width: non_neg_integer() | nil
}
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          @spec from_map(map()) :: t()


      


Creates an Image struct from a map.
Handles bytes::Bytes serde serialization where binary data arrives
as a list of u8 integers, converting it to Elixir binary.
Examples
iex> Kreuzberg.Image.from_map(%{"format" => "png", "image_index" => 0, "width" => 800})
%Kreuzberg.Image{format: "png", image_index: 0, width: 800}
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          @spec has_data?(t()) :: boolean()


      


Returns whether the image has binary data.
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          @spec new(
  String.t(),
  keyword()
) :: t()


      


Creates a new Image struct.
Parameters
	format - The image format (e.g., "png", "jpeg")
	opts - Optional keyword list of additional fields


  



  
    
      
    
    
      to_map(image)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts an Image struct to a map.
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Kreuzberg.ImagePreprocessingMetadata 
    



      
Metadata about image preprocessing applied before OCR.
Matches the Rust ImagePreprocessingMetadata struct.
Fields
	:original_dimensions - Original image dimensions as {width, height}
	:original_dpi - Original DPI as {x_dpi, y_dpi}
	:target_dpi - Target DPI for preprocessing
	:scale_factor - Scale factor applied
	:auto_adjusted - Whether DPI was auto-adjusted
	:final_dpi - Final DPI after adjustment
	:new_dimensions - New dimensions after resize as {width, height} or nil
	:resample_method - Resampling method used (e.g., "lanczos3")
	:dimension_clamped - Whether dimensions were clamped to max
	:calculated_dpi - Calculated DPI if auto-detected, or nil
	:skipped_resize - Whether resize was skipped
	:resize_error - Error message if resize failed, or nil
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        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(meta)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.ImagePreprocessingMetadata{
  auto_adjusted: boolean(),
  calculated_dpi: integer() | nil,
  dimension_clamped: boolean(),
  final_dpi: integer(),
  new_dimensions: {non_neg_integer(), non_neg_integer()} | nil,
  original_dimensions: {non_neg_integer(), non_neg_integer()},
  original_dpi: {float(), float()},
  resample_method: String.t(),
  resize_error: String.t() | nil,
  scale_factor: float(),
  skipped_resize: boolean(),
  target_dpi: integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(meta)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()
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Kreuzberg.JatsMetadata 
    



      
JATS (Journal Article Tag Suite) metadata.
Matches the Rust JatsMetadata struct.
Fields
	:copyright - Copyright statement
	:license - License information
	:history_dates - Publication history dates (e.g., %{"received" => "2024-01-01"})
	:contributor_roles - List of contributors with roles
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        from_map(data)

      


    


    
      
        to_map(meta)
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      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.JatsMetadata{
  contributor_roles: [Kreuzberg.ContributorRole.t()],
  copyright: String.t() | nil,
  history_dates: map(),
  license: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      



  



  
    
      
    
    
      to_map(meta)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()
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Kreuzberg.Keyword 
    



      
Structure representing an extracted keyword with score and algorithm info.
Fields
	:text - The keyword text
	:score - Relevance score (algorithm-dependent)
	:algorithm - Algorithm used for extraction (e.g., "yake", "rake")
	:positions - Optional list of positions where keyword appears
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        from_map(data)

      


        Create a Keyword struct from a map.



    


    
      
        to_map(kw)

      


        Convert a Keyword struct to a map.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.Keyword{
  algorithm: String.t(),
  positions: [non_neg_integer()] | nil,
  score: float(),
  text: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Create a Keyword struct from a map.
Examples
iex> Kreuzberg.Keyword.from_map(%{
...>   "text" => "elixir",
...>   "score" => 0.95,
...>   "algorithm" => "yake"
...> })
%Kreuzberg.Keyword{
  text: "elixir",
  score: 0.95,
  algorithm: "yake",
  positions: nil
}

  



  
    
      
    
    
      to_map(kw)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Convert a Keyword struct to a map.
Examples
iex> kw = %Kreuzberg.Keyword{text: "elixir", score: 0.95, algorithm: "yake"}
iex> Kreuzberg.Keyword.to_map(kw)
%{
  "text" => "elixir",
  "score" => 0.95,
  "algorithm" => "yake",
  "positions" => nil
}
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Kreuzberg.KeywordAlgorithm 
    



      
Enumeration of keyword extraction algorithms.
Matches the Rust KeywordAlgorithm enum.
Values
	:yake - YAKE keyword extraction algorithm
	:rake - RAKE keyword extraction algorithm
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        Returns all valid KeywordAlgorithm values.
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          @type t() :: :yake | :rake
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      values()



        
          
        

    

  


  

      

          @spec values() :: [t()]


      


Returns all valid KeywordAlgorithm values.
Examples
iex> Kreuzberg.KeywordAlgorithm.values()
[:yake, :rake]
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Kreuzberg.LayoutRegion 
    



      
A detected layout region on a page.
When layout detection is enabled, each page may have layout regions
identifying different content types (text, pictures, tables, etc.)
with confidence scores and spatial positions.
Fields
	:class - Layout class name (e.g. "picture", "table", "text", "section_header")
	:confidence - Detection confidence score (0.0 to 1.0)
	:bounding_box - Map with x0, y0, x1, y1 coordinates, or nil
	:area_fraction - Fraction of page area covered (0.0 to 1.0)

Examples
iex> region = %Kreuzberg.LayoutRegion{
...>   class: "picture",
...>   confidence: 0.95,
...>   area_fraction: 0.3
...> }
iex> region.class
"picture"
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        from_map(data)

      


        Creates a LayoutRegion struct from a map.



    


    
      
        to_map(region)

      


        Converts a LayoutRegion struct to a map.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.LayoutRegion{
  area_fraction: float(),
  bounding_box: map() | nil,
  class: String.t(),
  confidence: float()
}
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      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a LayoutRegion struct from a map.
Parameters
	data - A map containing layout region fields

Returns
A LayoutRegion struct with properly typed fields.
Examples
iex> Kreuzberg.LayoutRegion.from_map(%{"class" => "table", "confidence" => 0.9, "area_fraction" => 0.2})
%Kreuzberg.LayoutRegion{class: "table", confidence: 0.9, area_fraction: 0.2}

  



  
    
      
    
    
      to_map(region)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a LayoutRegion struct to a map.
Parameters
	region - A LayoutRegion struct

Returns
A map with string keys representing all fields.
Examples
iex> region = %Kreuzberg.LayoutRegion{class: "picture", confidence: 0.95, area_fraction: 0.3}
iex> Kreuzberg.LayoutRegion.to_map(region)
%{"class" => "picture", "confidence" => 0.95, "bounding_box" => nil, "area_fraction" => 0.3}
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Kreuzberg.LegacyAPI 
    



      
Legacy API functions using deprecated patterns.
This module contains deprecated functions that used the old configuration approach.
These functions will be removed in v2.0.0.
Users should migrate to the new Kreuzberg module which uses the modern
ExtractionConfig structure and nested configuration maps.
Migration Guide
The major change in v2.0.0 is moving from simple boolean flags and flat
configuration to a structured ExtractionConfig with nested configuration maps.
Old Pattern (Deprecated)
{:ok, result} = Kreuzberg.LegacyAPI.extract_with_ocr(input, "application/pdf", true)
{:ok, result} = Kreuzberg.LegacyAPI.extract_with_chunking(input, "text/plain", 1024, 100)
New Pattern (Recommended)
config = %Kreuzberg.ExtractionConfig{
  ocr: %{"enabled" => true, "backend" => "tesseract"},
  chunking: %{"max_chars" => 1024, "max_overlap" => 100}
}
{:ok, result} = Kreuzberg.extract(input, "application/pdf", config)
See: https://docs.kreuzberg.io/v1-to-v2-migration
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        extract_file_legacy(path, mime_type \\ nil, opts \\ [])

          deprecated

      


        Extract file using deprecated simple parameter list.



    


    
      
        extract_with_chunking(input, mime_type, chunk_size, overlap)

          deprecated

      


        Extract content with deprecated chunking parameters.



    


    
      
        extract_with_ocr(input, mime_type, enable_ocr)

          deprecated

      


        Extract content with deprecated boolean OCR parameter.



    


    
      
        extract_with_options(input, mime_type, opts \\ [])

          deprecated

      


        Extract with keyword list configuration (deprecated format).



    


    
      
        validate_extraction_request(input, mime_type, opts \\ [])

          deprecated

      


        Validate extraction request using deprecated format.



    





      


      
        Functions


        


    

    

  
    
      
    
    
      extract_file_legacy(path, mime_type \\ nil, opts \\ [])



        
          
        

    

  


    
      This function is deprecated. Use Kreuzberg.extract_file/3 with ExtractionConfig struct. Removes in v2.0.0..
    


  

      

          @spec extract_file_legacy(String.t() | Path.t(), String.t() | nil, keyword()) ::
  {:ok, Kreuzberg.ExtractionResult.t()} | {:error, String.t()}


      


Extract file using deprecated simple parameter list.
This function is deprecated. Use Kreuzberg.extract_file/3 which accepts
modern ExtractionConfig structures.
Parameters
	path - File path (String or Path.t())
	mime_type - MIME type (optional, string or nil)
	opts - Keyword list of deprecated options:	:ocr - Boolean to enable OCR
	:chunk_size - Maximum chunk size
	:use_cache - Enable caching



Returns
	{:ok, ExtractionResult.t()} - Successfully extracted content
	{:error, reason} - Extraction failed

Deprecated
This function will be removed in v2.0.0. Use the modern API:
config = %ExtractionConfig{
  ocr: %{"enabled" => true},
  chunking: %{"max_chars" => 1024},
  use_cache: true
}
Kreuzberg.extract_file(path, mime_type, config)
Examples
# Deprecated way (old):
{:ok, result} = Kreuzberg.LegacyAPI.extract_file_legacy(
  "document.pdf",
  "application/pdf",
  ocr: true,
  chunk_size: 1024,
  use_cache: true
)

# Recommended way (new):
config = %ExtractionConfig{
  ocr: %{"enabled" => true},
  chunking: %{"max_chars" => 1024},
  use_cache: true
}
{:ok, result} = Kreuzberg.extract_file("document.pdf", "application/pdf", config)

  



  
    
      
    
    
      extract_with_chunking(input, mime_type, chunk_size, overlap)



        
          
        

    

  


    
      This function is deprecated. Use Kreuzberg.extract/3 with ExtractionConfig.chunking map instead. Removes in v2.0.0..
    


  

      

          @spec extract_with_chunking(binary(), String.t(), integer(), integer()) ::
  {:ok, Kreuzberg.ExtractionResult.t()} | {:error, String.t()}


      


Extract content with deprecated chunking parameters.
This function is deprecated. Use Kreuzberg.extract/3 with the new
ExtractionConfig structure containing a chunking nested configuration.
Parameters
	input - Binary document data
	mime_type - MIME type of the document
	chunk_size - Maximum chunk size (deprecated parameter style)
	overlap - Overlap between chunks (deprecated parameter style)

Returns
	{:ok, ExtractionResult.t()} - Successfully extracted and chunked content
	{:error, reason} - Extraction failed

Deprecated
This function will be removed in v2.0.0. Use:
config = %ExtractionConfig{
  chunking: %{"max_chars" => 1024, "max_overlap" => 100}
}
Kreuzberg.extract(input, mime_type, config)
Examples
# Deprecated way (old):
{:ok, result} = Kreuzberg.LegacyAPI.extract_with_chunking(
  pdf_binary,
  "application/pdf",
  1024,
  100
)

# Recommended way (new):
config = %ExtractionConfig{
  chunking: %{"max_chars" => 1024, "max_overlap" => 100}
}
{:ok, result} = Kreuzberg.extract(pdf_binary, "application/pdf", config)

  



  
    
      
    
    
      extract_with_ocr(input, mime_type, enable_ocr)



        
          
        

    

  


    
      This function is deprecated. Use Kreuzberg.extract/3 with ExtractionConfig.ocr map instead. Removes in v2.0.0..
    


  

      

          @spec extract_with_ocr(binary(), String.t(), boolean()) ::
  {:ok, Kreuzberg.ExtractionResult.t()} | {:error, String.t()}


      


Extract content with deprecated boolean OCR parameter.
This function is deprecated. Use Kreuzberg.extract/3 with the new
ExtractionConfig structure containing an ocr nested configuration map.
Parameters
	input - Binary document data
	mime_type - MIME type of the document
	enable_ocr - Boolean flag to enable OCR (deprecated parameter style)

Returns
	{:ok, ExtractionResult.t()} - Successfully extracted content
	{:error, reason} - Extraction failed

Deprecated
This function will be removed in v2.0.0. Use:
config = %ExtractionConfig{ocr: %{"enabled" => true}}
Kreuzberg.extract(input, mime_type, config)
Examples
# Deprecated way (old):
{:ok, result} = Kreuzberg.LegacyAPI.extract_with_ocr(pdf_binary, "application/pdf", true)

# Recommended way (new):
config = %ExtractionConfig{ocr: %{"enabled" => true}}
{:ok, result} = Kreuzberg.extract(pdf_binary, "application/pdf", config)

  



    

  
    
      
    
    
      extract_with_options(input, mime_type, opts \\ [])



        
          
        

    

  


    
      This function is deprecated. Use Kreuzberg.extract/3 with ExtractionConfig struct. Removes in v2.0.0..
    


  

      

          @spec extract_with_options(binary(), String.t(), keyword()) ::
  {:ok, Kreuzberg.ExtractionResult.t()} | {:error, String.t()}


      


Extract with keyword list configuration (deprecated format).
This function is deprecated. Use Kreuzberg.extract/3 with modern
ExtractionConfig structure.
Deprecated
The keyword list configuration format is deprecated in favor of the
structured ExtractionConfig with nested configuration maps.
Examples
# Deprecated way (old):
{:ok, result} = Kreuzberg.LegacyAPI.extract_with_options(
  input,
  "application/pdf",
  use_cache: true,
  force_ocr: false,
  output_format: "markdown"
)

# Recommended way (new):
config = %ExtractionConfig{
  use_cache: true,
  force_ocr: false,
  output_format: "markdown"
}
{:ok, result} = Kreuzberg.extract(input, "application/pdf", config)

  



    

  
    
      
    
    
      validate_extraction_request(input, mime_type, opts \\ [])



        
          
        

    

  


    
      This function is deprecated. Validation is now automatic in extraction functions. Removes in v2.0.0..
    


  

      

          @spec validate_extraction_request(binary(), String.t(), keyword()) ::
  :ok | {:error, String.t()}


      


Validate extraction request using deprecated format.
This function is deprecated. Modern validation is built into the
extraction functions.
Deprecated
Explicit validation functions are no longer necessary as validation
is automatically performed by the extraction functions.
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Kreuzberg.Metadata 
    



      
Structure representing document metadata extracted from files.
Matches the Rust Metadata struct. Note that format and additional
use #[serde(flatten)] in Rust, so their fields appear at the root level
of the serialized JSON.
Fields
	:title - Document title
	:subject - Document subject or description
	:authors - List of author names
	:keywords - List of keywords
	:language - Primary language (ISO 639-1 code)
	:created_at - Creation date (ISO 8601)
	:modified_at - Last modification date (ISO 8601)
	:created_by - Application that created the document
	:modified_by - Application that last modified the document
	:pages - Page structure information
	:format - Format-specific metadata (flattened from Rust)
	:image_preprocessing - Image preprocessing metadata
	:json_schema - JSON schema if applicable
	:error - Error metadata if extraction partially failed
	:category - Document category classification
	:tags - List of document tags
	:document_version - Version of the document
	:abstract_text - Abstract or summary of the document
	:output_format - Output format used for extraction
	:additional - Additional metadata fields (flattened from Rust)
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        from_map(data)

      


        Creates a Metadata struct from a map.



    


    
      
        to_map(metadata)

      


        Converts a Metadata struct to a map.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.Metadata{
  abstract_text: String.t() | nil,
  additional: map(),
  authors: [String.t()] | nil,
  category: String.t() | nil,
  created_at: String.t() | nil,
  created_by: String.t() | nil,
  document_version: String.t() | nil,
  error: Kreuzberg.ErrorMetadata.t() | nil,
  extraction_duration_ms: non_neg_integer() | nil,
  format: map() | nil,
  image_preprocessing: Kreuzberg.ImagePreprocessingMetadata.t() | nil,
  json_schema: map() | nil,
  keywords: [String.t()] | nil,
  language: String.t() | nil,
  modified_at: String.t() | nil,
  modified_by: String.t() | nil,
  output_format: String.t() | nil,
  pages: Kreuzberg.PageStructure.t() | nil,
  subject: String.t() | nil,
  tags: [String.t()] | nil,
  title: String.t() | nil
}
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      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates a Metadata struct from a map.
Handles Rust's #[serde(flatten)] by classifying keys into format fields,
known metadata fields, and additional (catch-all) fields.
Examples
iex> Kreuzberg.Metadata.from_map(%{"title" => "Report", "authors" => ["Alice"]})
%Kreuzberg.Metadata{title: "Report", authors: ["Alice"]}

  



  
    
      
    
    
      to_map(metadata)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a Metadata struct to a map.
Re-flattens format and additional back into the root map to match
the Rust serialization format.
Examples
iex> meta = %Kreuzberg.Metadata{title: "Report", format: %{"format_type" => "pdf"}}
iex> map = Kreuzberg.Metadata.to_map(meta)
iex> map["title"]
"Report"
iex> map["format_type"]
"pdf"
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Kreuzberg.OcrBoundingGeometry 
    



      
Bounding geometry for OCR-extracted text elements.
Represents the geometric positioning of OCR-detected text,
supporting both rectangular (left/top/width/height) and point-based
(polygon points) geometry definitions.
Fields
	:type - Geometry type ("rect" or "polygon")
	:left - Left x-coordinate for rectangular geometry, or nil
	:top - Top y-coordinate for rectangular geometry, or nil
	:width - Width for rectangular geometry, or nil
	:height - Height for rectangular geometry, or nil
	:points - Array of [x, y] points for polygon geometry, or nil

Examples
iex> geometry = %Kreuzberg.OcrBoundingGeometry{
...>   type: "rect",
...>   left: 10.0,
...>   top: 20.0,
...>   width: 100.0,
...>   height: 50.0
...> }
iex> geometry.type
"rect"
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        from_map(data)

      


        Creates an OcrBoundingGeometry struct from a map.



    


    
      
        to_map(geometry)

      


        Converts an OcrBoundingGeometry struct to a map.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.OcrBoundingGeometry{
  height: float() | nil,
  left: float() | nil,
  points: [[float()]] | nil,
  top: float() | nil,
  type: String.t(),
  width: float() | nil
}
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      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates an OcrBoundingGeometry struct from a map.
Parameters
	data - A map containing geometry fields

Returns
An OcrBoundingGeometry struct with properly typed fields.
Examples
iex> geometry_map = %{
...>   "type" => "rect",
...>   "left" => 10.0,
...>   "top" => 20.0,
...>   "width" => 100.0,
...>   "height" => 50.0
...> }
iex> geometry = Kreuzberg.OcrBoundingGeometry.from_map(geometry_map)
iex> geometry.type
"rect"

  



  
    
      
    
    
      to_map(geometry)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts an OcrBoundingGeometry struct to a map.
Parameters
	geometry - An OcrBoundingGeometry struct

Returns
A map with string keys representing all fields.
Examples
iex> geometry = %Kreuzberg.OcrBoundingGeometry{
...>   type: "rect",
...>   left: 10.0,
...>   top: 20.0,
...>   width: 100.0,
...>   height: 50.0
...> }
iex> Kreuzberg.OcrBoundingGeometry.to_map(geometry)
%{
  "type" => "rect",
  "left" => 10.0,
  ...
}

  


        

      


  

  
    
    Kreuzberg.OcrConfidence - kreuzberg v4.9.9
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Confidence scores for OCR text detection and recognition.
Contains separate confidence metrics for different stages of the OCR process:
detection (finding text regions) and recognition (reading the text).
Fields
	:detection - Confidence score for text detection (0.0-1.0), or nil
	:recognition - Confidence score for text recognition (0.0-1.0), or nil

Examples
iex> confidence = %Kreuzberg.OcrConfidence{
...>   detection: 0.95,
...>   recognition: 0.92
...> }
iex> confidence.detection
0.95
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        from_map(data)

      


        Creates an OcrConfidence struct from a map.



    


    
      
        to_map(confidence)

      


        Converts an OcrConfidence struct to a map.
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          @type t() :: %Kreuzberg.OcrConfidence{
  detection: float() | nil,
  recognition: float() | nil
}
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      from_map(data)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Creates an OcrConfidence struct from a map.
Parameters
	data - A map containing confidence fields

Returns
An OcrConfidence struct with properly typed fields.
Examples
iex> confidence_map = %{"detection" => 0.95, "recognition" => 0.92}
iex> confidence = Kreuzberg.OcrConfidence.from_map(confidence_map)
iex> confidence.detection
0.95

  



  
    
      
    
    
      to_map(confidence)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts an OcrConfidence struct to a map.
Parameters
	confidence - An OcrConfidence struct

Returns
A map with string keys representing all fields.
Examples
iex> confidence = %Kreuzberg.OcrConfidence{
...>   detection: 0.95,
...>   recognition: 0.92
...> }
iex> Kreuzberg.OcrConfidence.to_map(confidence)
%{"detection" => 0.95, "recognition" => 0.92}
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OCR-extracted text element with detailed positioning and confidence information.
Represents a text element detected by OCR with its content, geometry,
confidence scores, and hierarchical relationships within a document.
Fields
	:text - The recognized text content
	:geometry - Bounding geometry for the element, or nil
	:confidence - Confidence scores for detection and recognition, or nil
	:level - Hierarchical level of the element (e.g., "page", "block", "line", "word"), or nil
	:rotation - Rotation information for the text, or nil
	:page_number - Page number where element appears (1-indexed), or nil
	:parent_id - ID of parent element in hierarchy, or nil
	:backend_metadata - Backend-specific metadata map, or nil

Examples
iex> element = %Kreuzberg.OcrElement{
...>   text: "Hello World",
...>   geometry: %Kreuzberg.OcrBoundingGeometry{type: "rect", left: 10.0, top: 20.0, width: 100.0, height: 30.0},
...>   confidence: %Kreuzberg.OcrConfidence{detection: 0.95, recognition: 0.92},
...>   level: "line",
...>   page_number: 1
...> }
iex> element.text
"Hello World"
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        from_map(data)

      


        Creates an OcrElement struct from a map.



    


    
      
        to_map(element)

      


        Converts an OcrElement struct to a map.
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          @type t() :: %Kreuzberg.OcrElement{
  backend_metadata: map() | nil,
  confidence: Kreuzberg.OcrConfidence.t() | nil,
  geometry: Kreuzberg.OcrBoundingGeometry.t() | nil,
  level: String.t() | nil,
  page_number: integer() | nil,
  parent_id: String.t() | nil,
  rotation: Kreuzberg.OcrRotation.t() | nil,
  text: String.t()
}
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          @spec from_map(map()) :: t()


      


Creates an OcrElement struct from a map.
Converts a plain map (typically from NIF/Rust) into a proper struct,
handling nested geometry, confidence, and rotation data.
Parameters
	data - A map containing OCR element fields

Returns
An OcrElement struct with properly typed fields.
Examples
iex> element_map = %{
...>   "text" => "Hello World",
...>   "geometry" => %{"type" => "rect", "left" => 10.0, "top" => 20.0, "width" => 100.0, "height" => 30.0},
...>   "confidence" => %{"detection" => 0.95, "recognition" => 0.92},
...>   "level" => "line",
...>   "page_number" => 1
...> }
iex> element = Kreuzberg.OcrElement.from_map(element_map)
iex> element.text
"Hello World"

  



  
    
      
    
    
      to_map(element)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts an OcrElement struct to a map.
Useful for serialization and passing to external systems.
Parameters
	element - An OcrElement struct

Returns
A map with string keys representing all fields.
Examples
iex> element = %Kreuzberg.OcrElement{
...>   text: "Hello World",
...>   geometry: %Kreuzberg.OcrBoundingGeometry{type: "rect", left: 10.0, top: 20.0, width: 100.0, height: 30.0},
...>   confidence: %Kreuzberg.OcrConfidence{detection: 0.95, recognition: 0.92},
...>   level: "line",
...>   page_number: 1
...> }
iex> map = Kreuzberg.OcrElement.to_map(element)
iex> map["text"]
"Hello World"
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Kreuzberg.OcrElementLevel 
    



      
Enumeration of OCR element hierarchical levels.
Matches the Rust OcrElementLevel enum.
Values
	:word - Word-level element
	:line - Line-level element
	:block - Block-level element
	:page - Page-level element
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    Functions
  


    
      
        values()

      


        Returns all valid OcrElementLevel values.
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          @type t() :: :word | :line | :block | :page
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          @spec values() :: [t()]


      


Returns all valid OcrElementLevel values.
Examples
iex> Kreuzberg.OcrElementLevel.values()
[:word, :line, :block, :page]
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Kreuzberg.OcrRotation 
    



      
Rotation information for OCR-detected text.
Represents the rotation angle of text as detected by OCR,
including the confidence of the angle detection.
Fields
	:angle_degrees - Rotation angle in degrees (-180 to 180), or nil
	:confidence - Confidence score for rotation detection (0.0-1.0), or nil

Examples
iex> rotation = %Kreuzberg.OcrRotation{
...>   angle_degrees: 15.5,
...>   confidence: 0.88
...> }
iex> rotation.angle_degrees
15.5
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        from_map(data)

      


        Creates an OcrRotation struct from a map.



    


    
      
        to_map(rotation)

      


        Converts an OcrRotation struct to a map.
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          @type t() :: %Kreuzberg.OcrRotation{
  angle_degrees: float() | nil,
  confidence: float() | nil
}
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          @spec from_map(map()) :: t()


      


Creates an OcrRotation struct from a map.
Parameters
	data - A map containing rotation fields

Returns
An OcrRotation struct with properly typed fields.
Examples
iex> rotation_map = %{"angle_degrees" => 15.5, "confidence" => 0.88}
iex> rotation = Kreuzberg.OcrRotation.from_map(rotation_map)
iex> rotation.angle_degrees
15.5
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          @spec to_map(t()) :: map()


      


Converts an OcrRotation struct to a map.
Parameters
	rotation - An OcrRotation struct

Returns
A map with string keys representing all fields.
Examples
iex> rotation = %Kreuzberg.OcrRotation{
...>   angle_degrees: 15.5,
...>   confidence: 0.88
...> }
iex> Kreuzberg.OcrRotation.to_map(rotation)
%{"angle_degrees" => 15.5, "confidence" => 0.88}
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Kreuzberg.OutputFormat 
    



      
Enumeration of output content formats.
Matches the Rust OutputFormat enum.
Values
	:plain - Plain text output
	:markdown - Markdown formatted output
	:djot - Djot formatted output
	:html - HTML formatted output
	:json - JSON tree format with heading-driven sections
	:structured - Structured output
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        Returns all valid OutputFormat values.
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          @type t() :: :plain | :markdown | :djot | :html | :json | :structured
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          @spec values() :: [t()]


      


Returns all valid OutputFormat values.
Examples
iex> Kreuzberg.OutputFormat.values()
[:plain, :markdown, :djot, :html, :json, :structured]
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Kreuzberg.Page 
    



      
Structure representing a single page extracted from a multi-page document.
Matches the Rust PageContent struct.
Fields
	:page_number - Page number (0-indexed in Rust)
	:content - Text content extracted from this page
	:tables - Tables found on this page
	:images - Images found on this page
	:hierarchy - Optional hierarchy information (heading levels and blocks)
	:is_blank - Whether the page is blank (nil if unknown)
	:layout_regions - Detected layout regions on this page (nil if layout detection was not enabled)

Examples
iex> page = %Kreuzberg.Page{
...>   page_number: 0,
...>   content: "Page 1 content here"
...> }
iex> page.page_number
0

      


      
        Summary


  
    Types
  


    
      
        t()
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        from_map(data)

      


        Creates a Page struct from a map.



    


    
      
        to_map(page)

      


        Converts a Page struct to a map.
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          @type t() :: %Kreuzberg.Page{
  content: String.t(),
  hierarchy: Kreuzberg.PageHierarchy.t() | nil,
  images: [Kreuzberg.Image.t()],
  is_blank: boolean() | nil,
  layout_regions: [Kreuzberg.LayoutRegion.t()] | nil,
  page_number: non_neg_integer(),
  tables: [Kreuzberg.Table.t()]
}


      



  


        

      

      
        Functions
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          @spec from_map(map()) :: t()


      


Creates a Page struct from a map.
Converts nested table and image maps to their proper struct types.
Examples
iex> Kreuzberg.Page.from_map(%{"page_number" => 0, "content" => "text"})
%Kreuzberg.Page{page_number: 0, content: "text"}
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          @spec to_map(t()) :: map()


      


Converts a Page struct to a map.
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Byte offset boundary for a page.
Tracks where a specific page's content starts and ends in the main content string.
Matches the Rust PageBoundary struct.
Fields
	:byte_start - Byte offset where this page starts (inclusive)
	:byte_end - Byte offset where this page ends (exclusive)
	:page_number - Page number (1-indexed)
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          @type t() :: %Kreuzberg.PageBoundary{
  byte_end: non_neg_integer(),
  byte_start: non_neg_integer(),
  page_number: non_neg_integer()
}
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          @spec from_map(map()) :: t()
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          @spec to_map(t()) :: map()
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Hierarchy information for a page, containing heading-level blocks.
Matches the Rust PageHierarchy struct.
Fields
	:block_count - Number of hierarchy blocks on this page
	:blocks - List of hierarchical blocks
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          @type t() :: %Kreuzberg.PageHierarchy{
  block_count: non_neg_integer(),
  blocks: [Kreuzberg.HierarchicalBlock.t()]
}
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      to_map(h)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      



  


        

      


  

  
    
    Kreuzberg.PageInfo - kreuzberg v4.9.9
    
    

    


  
  

    
Kreuzberg.PageInfo 
    



      
Metadata for an individual page/slide/sheet.
Matches the Rust PageInfo struct.
Fields
	:number - Page number (1-indexed)
	:title - Page title (usually for presentations)
	:dimensions - Dimensions as {width, height} or nil
	:image_count - Number of images on this page
	:table_count - Number of tables on this page
	:hidden - Whether this page is hidden
	:is_blank - Whether this page is blank


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


    


    
      
        to_map(info)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Kreuzberg.PageInfo{
  dimensions: {float(), float()} | nil,
  hidden: boolean() | nil,
  image_count: non_neg_integer() | nil,
  is_blank: boolean() | nil,
  number: non_neg_integer(),
  table_count: non_neg_integer() | nil,
  title: String.t() | nil
}
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          @spec to_map(t()) :: map()
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Page structure information for a document.
Matches the Rust PageStructure struct.
Fields
	:total_count - Total number of pages/slides/sheets
	:unit_type - Type of paginated unit ("page", "slide", "sheet")
	:boundaries - Optional list of byte offset boundaries per page
	:pages - Optional list of per-page metadata
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          @type t() :: %Kreuzberg.PageStructure{
  boundaries: [Kreuzberg.PageBoundary.t()] | nil,
  pages: [Kreuzberg.PageInfo.t()] | nil,
  total_count: non_neg_integer(),
  unit_type: String.t()
}
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Enumeration of page unit types in documents.
Matches the Rust PageUnitType enum.
Values
	:page - Standard document page
	:slide - Presentation slide
	:sheet - Spreadsheet sheet
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        Returns all valid PageUnitType values.
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          @spec values() :: [t()]


      


Returns all valid PageUnitType values.
Examples
iex> Kreuzberg.PageUnitType.values()
[:page, :slide, :sheet]
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Structure representing a PDF annotation extracted from a document page.
Matches the Rust PdfAnnotation struct.
Fields
	:annotation_type - The type of annotation (e.g., "text", "highlight", "link", "stamp", "underline", "strike_out", "other")
	:content - Text content of the annotation (e.g., comment text, link URL), or nil
	:page_number - Page number where the annotation appears (1-indexed)
	:bounding_box - Bounding box coordinates {x0, y0, x1, y1} if available, nil otherwise

Examples
iex> annotation = %Kreuzberg.PdfAnnotation{
...>   annotation_type: "highlight",
...>   content: "Important section",
...>   page_number: 3,
...>   bounding_box: %{"x0" => 72.0, "y0" => 200.0, "x1" => 540.0, "y1" => 220.0}
...> }
iex> annotation.annotation_type
"highlight"
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        Creates a PdfAnnotation struct from a map.
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        Converts a PdfAnnotation struct to a map.
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          @type t() :: %Kreuzberg.PdfAnnotation{
  annotation_type: String.t(),
  bounding_box: map() | nil,
  content: String.t() | nil,
  page_number: non_neg_integer()
}
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          @spec from_map(map()) :: t()


      


Creates a PdfAnnotation struct from a map.
Examples
iex> Kreuzberg.PdfAnnotation.from_map(%{
...>   "annotation_type" => "text",
...>   "content" => "A note",
...>   "page_number" => 1
...> })
%Kreuzberg.PdfAnnotation{
  annotation_type: "text",
  content: "A note",
  page_number: 1,
  bounding_box: nil
}
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          @spec to_map(t()) :: map()


      


Converts a PdfAnnotation struct to a map.
Examples
iex> annotation = %Kreuzberg.PdfAnnotation{
...>   annotation_type: "link",
...>   content: "https://example.com",
...>   page_number: 2
...> }
iex> Kreuzberg.PdfAnnotation.to_map(annotation)
%{
  "annotation_type" => "link",
  "content" => "https://example.com",
  "page_number" => 2,
  "bounding_box" => nil
}
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Enumeration of PDF annotation types.
Matches the Rust PdfAnnotationType enum.
Values
	:text - Text annotation
	:highlight - Highlight annotation
	:link - Link annotation
	:stamp - Stamp annotation
	:underline - Underline annotation
	:strike_out - Strike-out annotation
	:other - Other annotation type
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        Returns all valid PdfAnnotationType values.
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          @spec values() :: [t()]


      


Returns all valid PdfAnnotationType values.
Examples
iex> Kreuzberg.PdfAnnotationType.values()
[:text, :highlight, :link, :stamp, :underline, :strike_out, :other]
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Public Plugin API facade for registering and managing Kreuzberg plugins.
Note: Doctests in this module use example module names like MyApp.TextNormalizer
which do not exist. When running tests with this module, use :doctest tag to skip
or provide implementation modules with matching names.
This module provides a high-level interface for plugin management, allowing applications
to register, unregister, and list custom plugins that extend Kreuzberg's functionality.
Plugin Architecture Overview
Kreuzberg's plugin system enables extensibility through pluggable components that integrate
with the document extraction pipeline. Plugins are registered globally and can be accessed
by the main extraction functions to customize behavior without modifying core library code.
The architecture follows these principles:
	Separation of Concerns: Each plugin type handles a specific responsibility
	Composability: Multiple plugins can work together in a pipeline
	Thread Safety: All operations are coordinated through a GenServer-based registry
	Dynamic Registration: Plugins can be registered/unregistered at runtime
	Error Isolation: Plugin failures are caught and reported without crashing the system

Plugin Types
Kreuzberg supports three main types of plugins:
	PostProcessor - Custom processing of extraction results after document analysis
	Receives extraction result, returns modified result
	Organized into stages: :early, :middle, :late
	Can transform, filter, or enrich extracted content


	Validator - Custom validation logic for extraction parameters and results
	Runs before extraction (input validators) or after (result validators)
	Returns :ok or {:error, reason}
	Supports priority ordering for validation sequence


	OcrBackend - Custom OCR backend implementations
	Provides recognize/2 for text extraction from images
	Reports supported languages via supported_languages/0
	Can be language-specific or general purpose



Plugin Lifecycle
The typical plugin lifecycle follows this flow:
	Initialization - Plugin module is defined and loaded
	Registration - Plugin is registered with the plugin registry during app startup
	Usage - Plugin is invoked during extraction with extract_with_plugins/4
	Processing - Plugin executes its specific function (validation, processing, OCR)
	Shutdown - Plugin is unregistered when no longer needed (optional)

Plugins persist in the registry for the lifetime of the application unless explicitly
unregistered. This allows them to be reused across multiple extraction operations.
Error Handling in Plugins
Each plugin type should handle errors gracefully:
	PostProcessors should return {:ok, processed_data} on success or
{:error, "reason"} on failure
	Validators should return :ok on success or {:error, "reason"} on failure
	OCR Backends should return {:ok, text} on success or handle errors appropriately

When a plugin fails, the extraction pipeline stops and the error is propagated to the caller.
Plugin errors are logged with the plugin module name for debugging purposes.
State Management Patterns
Plugins should follow these state management patterns:
	Stateless Plugins: Most plugins should be stateless, receiving all inputs as parameters
	Cached State: Use ETS or Mnesia if caching is needed across multiple calls
	Process-Local State: Use Agent or GenServer within the plugin module if state is required
	Configuration: Use the application environment or pass config during registration

Example stateless post-processor:
defmodule MyApp.TextNormalizer do
  def process(result) do
    case normalize_text(result.content) do
      {:ok, normalized_content} ->
        {:ok, %{result | content: normalized_content}}
      {:error, reason} ->
        {:error, reason}
    end
  end

  defp normalize_text(text) do
    {:ok, String.trim(text)}
  end
end
Configuration Passing
Plugins can receive configuration in several ways:
	Application Environment: Read from Application.get_env/2
	Process Arguments: Pass config when registering
	External State: Store configuration in ETS or a GenServer

When using extract_with_plugins/4, you can pass validators and processors explicitly:
{:ok, result} = Kreuzberg.extract_with_plugins(
  pdf_binary,
  "application/pdf",
  config,
  validators: [MyApp.CustomValidator],
  post_processors: %{early: [MyApp.Processor1]}
)
Usage Example
# Register a custom post-processor
defmodule MyApp.TextCleanupPostProcessor do
  def process(text), do: String.trim(text)
end

:ok = Kreuzberg.Plugin.register_post_processor(:text_cleanup, MyApp.TextCleanupPostProcessor)

# List registered post-processors
{:ok, processors} = Kreuzberg.Plugin.list_post_processors()
# => {:ok, [text_cleanup: MyApp.TextCleanupPostProcessor, ...]}

# Unregister when no longer needed
:ok = Kreuzberg.Plugin.unregister_post_processor(:text_cleanup)
Quick-Start Example
Here's a complete example of creating and using a custom plugin:
# Define a post-processor plugin
defmodule MyApp.Plugins.HTMLCleaner do
  def process(result) do
    # result is an ExtractionResult struct
    cleaned_content = clean_html(result.content)
    {:ok, %{result | content: cleaned_content}}
  end

  defp clean_html(content) do
    content
    |> String.replace(~r/<[^>]+>/, "")  # Remove HTML tags
    |> String.trim()
  end
end

# Register during application startup
defmodule MyApp.Application do
  def start(_type, _args) do
    Kreuzberg.Plugin.register_post_processor(:html_cleaner, MyApp.Plugins.HTMLCleaner)

    children = [
      # ... your other supervisor children ...
    ]

    Supervisor.start_link(children, strategy: :one_for_one)
  end
end

# Use in extraction
{:ok, result} = Kreuzberg.extract_with_plugins(
  pdf_binary,
  "application/pdf",
  nil,
  post_processors: %{early: [MyApp.Plugins.HTMLCleaner]}
)
Thread Safety
All plugin registration and retrieval operations are thread-safe and backed by a
GenServer-based registry. Multiple processes can safely register plugins concurrently.
Best Practices
	Unique Names: Use descriptive, unique plugin names to avoid conflicts
	Startup Registration: Register plugins during application startup in your supervision tree
	Error Handling: Check return values for errors and handle appropriately
	Documentation: Document any custom plugins you create for your team
	Cleanup: Unregister plugins if they're no longer needed to free resources
	Testing: Test plugins independently before integrating with extraction pipeline
	Logging: Use Logger module to log plugin activity for debugging


      


      
        Summary


  
    Functions
  


    
      
        clear_document_extractors()

      


        Clear all registered document extractors.
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        Clear all registered OCR backend plugins.
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        Register a custom post-processor plugin.
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        Register a custom validator plugin.
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        Unregister a document extractor by name.
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        Unregister an OCR backend plugin.
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        Unregister a post-processor plugin.
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        Unregister a validator plugin.



    





      


      
        Functions


        


  
    
      
    
    
      clear_document_extractors()



        
          
        

    

  


  

      

          @spec clear_document_extractors() :: :ok | {:error, String.t()}


      


Clear all registered document extractors.
Removes all extractors from the Rust core plugin registry and calls their
shutdown methods. Useful for testing or resetting the extraction pipeline.
Returns
	:ok - All extractors cleared successfully
	{:error, reason} - Error if clearing fails

Examples
iex> Kreuzberg.Plugin.clear_document_extractors()
:ok

  



  
    
      
    
    
      clear_ocr_backends()



        
          
        

    

  


  

      

          @spec clear_ocr_backends() :: :ok | {:error, String.t()}


      


Clear all registered OCR backend plugins.
Removes all OCR backends from the registry, useful for testing or resetting
plugin state.
Returns
	:ok - All OCR backends cleared successfully
	{:error, reason} - Error if clearing fails

Examples
# Example - requires MyApp.BackendA and MyApp.BackendB to be defined
# iex> Kreuzberg.Plugin.register_ocr_backend(MyApp.BackendA)
# :ok
# iex> Kreuzberg.Plugin.register_ocr_backend(MyApp.BackendB)
# :ok
# iex> Kreuzberg.Plugin.clear_ocr_backends()
# :ok
# iex> {:ok, list} = Kreuzberg.Plugin.list_ocr_backends()
# iex> list
# []

  



  
    
      
    
    
      clear_post_processors()



        
          
        

    

  


  

      

          @spec clear_post_processors() :: :ok | {:error, String.t()}


      


Clear all registered post-processor plugins.
Removes all post-processors from the registry, useful for testing or resetting
plugin state.
Returns
	:ok - All post-processors cleared successfully
	{:error, reason} - Error if clearing fails

Examples
# Example - requires Module1 and Module2 to be defined
# iex> Kreuzberg.Plugin.register_post_processor(:p1, Module1)
# :ok
# iex> Kreuzberg.Plugin.register_post_processor(:p2, Module2)
# :ok
# iex> Kreuzberg.Plugin.clear_post_processors()
# :ok
# iex> {:ok, list} = Kreuzberg.Plugin.list_post_processors()
# iex> list
# []

  



  
    
      
    
    
      clear_validators()



        
          
        

    

  


  

      

          @spec clear_validators() :: :ok | {:error, String.t()}


      


Clear all registered validator plugins.
Removes all validators from the registry, useful for testing or resetting
plugin state.
Returns
	:ok - All validators cleared successfully
	{:error, reason} - Error if clearing fails

Examples
# Example - requires Module1 and Module2 to be defined
# iex> Kreuzberg.Plugin.register_validator(Module1)
# :ok
# iex> Kreuzberg.Plugin.register_validator(Module2)
# :ok
# iex> Kreuzberg.Plugin.clear_validators()
# :ok
# iex> {:ok, list} = Kreuzberg.Plugin.list_validators()
# iex> list
# []

  



  
    
      
    
    
      list_document_extractors()



        
          
        

    

  


  

      

          @spec list_document_extractors() :: {:ok, [String.t()]} | {:error, String.t()}


      


List all registered document extractors.
Returns the names of all document extractors currently registered in the
Rust core plugin registry. These are native extractors that handle specific
document formats during the extraction pipeline.
Returns
	{:ok, names} - List of extractor name strings
	{:error, reason} - Error if retrieval fails

Examples
iex> {:ok, extractors} = Kreuzberg.Plugin.list_document_extractors()
iex> is_list(extractors)
true

  



  
    
      
    
    
      list_ocr_backends()



        
          
        

    

  


  

      

          @spec list_ocr_backends() :: {:ok, [module()]} | {:error, String.t()}


      


List all registered OCR backend plugins.
Returns a list of all OCR backends currently registered in the plugin registry,
as a list of modules.
Returns
	{:ok, backends} - List of OCR backend modules
	{:error, reason} - Error if retrieval fails

Examples
iex> Kreuzberg.Plugin.register_ocr_backend(MyApp.BackendA)
:ok
iex> Kreuzberg.Plugin.register_ocr_backend(MyApp.BackendB)
:ok
iex> {:ok, list} = Kreuzberg.Plugin.list_ocr_backends()
iex> Enum.count(list)
2
iex> Enum.member?(list, MyApp.BackendA)
true

  



  
    
      
    
    
      list_post_processors()



        
          
        

    

  


  

      

          @spec list_post_processors() :: {:ok, [{atom(), module()}]} | {:error, String.t()}


      


List all registered post-processor plugins.
Returns a list of all post-processors currently registered in the plugin registry,
as keyword pairs of names to modules.
Returns
	{:ok, processors} - List of {name, module} tuples for all registered post-processors
	{:error, reason} - Error if retrieval fails

Examples
iex> Kreuzberg.Plugin.register_post_processor(:cleanup, MyApp.Cleanup)
:ok
iex> Kreuzberg.Plugin.register_post_processor(:validate, MyApp.Validate)
:ok
iex> {:ok, list} = Kreuzberg.Plugin.list_post_processors()
iex> Enum.count(list)
2
iex> Enum.find(list, fn {name, _mod} -> name == :cleanup end)
{:cleanup, MyApp.Cleanup}

  



  
    
      
    
    
      list_validators()



        
          
        

    

  


  

      

          @spec list_validators() :: {:ok, [module()]} | {:error, String.t()}


      


List all registered validator plugins.
Returns a list of all validators currently registered in the plugin registry,
as a list of modules.
Returns
	{:ok, validators} - List of validator modules
	{:error, reason} - Error if retrieval fails

Examples
iex> Kreuzberg.Plugin.register_validator(MyApp.ValidatorA)
:ok
iex> Kreuzberg.Plugin.register_validator(MyApp.ValidatorB)
:ok
iex> {:ok, list} = Kreuzberg.Plugin.list_validators()
iex> Enum.count(list)
2
iex> Enum.member?(list, MyApp.ValidatorA)
true

  



  
    
      
    
    
      register_ocr_backend(module)



        
          
        

    

  


  

      

          @spec register_ocr_backend(module()) :: :ok | {:error, String.t()}


      


Register a custom OCR backend plugin.
OCR backends provide alternative implementations for optical character recognition,
allowing integration of custom or specialized OCR engines beyond the built-in
Tesseract, EasyOCR, and PaddleOCR backends.
Parameters
	module - Module implementing the OCR backend interface

Returns
	:ok - OCR backend registered successfully
	{:error, reason} - Error if registration fails (e.g., already registered)

Module Interface
The OCR backend module should implement the following:
	recognize(image_data, language) - Performs OCR on image data and returns extracted text
	supported_languages() - Returns list of supported language codes

Examples
iex> defmodule MyApp.CustomOCRBackend do
...>   def recognize(image_data, language) do
...>     # Custom OCR logic
...>     {:ok, "Extracted text"}
...>   end
...>
...>   def supported_languages do
...>     ["en", "de", "fr"]
...>   end
...> end
iex>
iex> Kreuzberg.Plugin.register_ocr_backend(MyApp.CustomOCRBackend)
:ok

  



  
    
      
    
    
      register_post_processor(name, module)



        
          
        

    

  


  

      

          @spec register_post_processor(atom(), module()) :: :ok | {:error, String.t()}


      


Register a custom post-processor plugin.
Post-processors are applied to extraction results after document analysis completes,
allowing custom transformations, filtering, or enrichment of the extracted content.
Parameters
	name - Unique atom identifier for the post-processor (e.g., :text_cleanup, :custom_parser)
	module - Module implementing the post-processor interface

Returns
	:ok - Post-processor registered successfully
	{:error, reason} - Error if registration fails (e.g., already registered)

Module Interface
The post-processor module should implement the following:
	process(data) - Applies custom processing to extraction result data

Examples
iex> defmodule MyApp.TextNormalizer do
...>   def process(text) do
...>     text
...>     |> String.trim()
...>     |> String.downcase()
...>   end
...> end
iex>
iex> Kreuzberg.Plugin.register_post_processor(:normalizer, MyApp.TextNormalizer)
:ok
iex>
iex> Kreuzberg.Plugin.register_post_processor(:normalizer, MyApp.TextNormalizer)
{:error, "Post-processor ':normalizer' is already registered"}

  



  
    
      
    
    
      register_validator(module)



        
          
        

    

  


  

      

          @spec register_validator(module()) :: :ok | {:error, String.t()}


      


Register a custom validator plugin.
Validators provide custom validation logic for extraction parameters, configuration,
or results. They can be used to enforce domain-specific constraints before or after
extraction.
Parameters
	module - Module implementing the validator interface

Returns
	:ok - Validator registered successfully
	{:error, reason} - Error if registration fails (e.g., already registered)

Module Interface
The validator module should implement the following:
	validate(data) - Validates data and returns :ok or {:error, reason}

Examples
iex> defmodule MyApp.StrictValidator do
...>   def validate(data) do
...>     if data && data != "", do: :ok, else: {:error, "Data is empty"}
...>   end
...> end
iex>
iex> Kreuzberg.Plugin.register_validator(MyApp.StrictValidator)
:ok
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          @spec unregister_document_extractor(String.t() | atom()) :: :ok | {:error, String.t()}


      


Unregister a document extractor by name.
Removes the extractor from the Rust core plugin registry and calls its
shutdown method. Safe to call even if the extractor doesn't exist.
Parameters
	name - String name of the extractor to unregister

Returns
	:ok - Extractor unregistered or didn't exist
	{:error, reason} - Error if unregistration fails

Examples
iex> Kreuzberg.Plugin.unregister_document_extractor("nonexistent")
:ok

  



  
    
      
    
    
      unregister_ocr_backend(module)



        
          
        

    

  


  

      

          @spec unregister_ocr_backend(module()) :: :ok | {:error, String.t()}


      


Unregister an OCR backend plugin.
Removes a previously registered OCR backend from the plugin registry.
Safe to call even if the backend was never registered.
Parameters
	module - Module identifier of the OCR backend to unregister

Returns
	:ok - OCR backend unregistered successfully or was never registered
	{:error, reason} - Error if unregistration fails

Examples
iex> Kreuzberg.Plugin.register_ocr_backend(MyApp.OCRBackend)
:ok
iex> Kreuzberg.Plugin.unregister_ocr_backend(MyApp.OCRBackend)
:ok
iex> Kreuzberg.Plugin.unregister_ocr_backend(MyApp.OCRBackend)
:ok

  



  
    
      
    
    
      unregister_post_processor(name)



        
          
        

    

  


  

      

          @spec unregister_post_processor(atom()) :: :ok | {:error, String.t()}


      


Unregister a post-processor plugin.
Removes a previously registered post-processor from the plugin registry.
Safe to call even if the plugin was never registered.
Parameters
	name - Atom identifier of the post-processor to unregister

Returns
	:ok - Post-processor unregistered successfully or was never registered
	{:error, reason} - Error if unregistration fails

Examples
iex> Kreuzberg.Plugin.register_post_processor(:cleanup, MyApp.Cleanup)
:ok
iex> Kreuzberg.Plugin.unregister_post_processor(:cleanup)
:ok
iex> Kreuzberg.Plugin.unregister_post_processor(:cleanup)
:ok

  



  
    
      
    
    
      unregister_validator(module)



        
          
        

    

  


  

      

          @spec unregister_validator(module()) :: :ok | {:error, String.t()}


      


Unregister a validator plugin.
Removes a previously registered validator from the plugin registry.
Safe to call even if the validator was never registered.
Parameters
	module - Module identifier of the validator to unregister

Returns
	:ok - Validator unregistered successfully or was never registered
	{:error, reason} - Error if unregistration fails

Examples
iex> Kreuzberg.Plugin.register_validator(MyApp.Validator)
:ok
iex> Kreuzberg.Plugin.unregister_validator(MyApp.Validator)
:ok
iex> Kreuzberg.Plugin.unregister_validator(MyApp.Validator)
:ok
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Behaviour module for OCR backends in the Kreuzberg plugin system.
This module defines the interface that all OCR backend implementations must follow
to integrate with the Kreuzberg document extraction library. OCR backends are responsible
for extracting text from images using optical character recognition.
Overview
An OCR backend is a module that implements this behaviour and provides the ability to:
	Initialize and shutdown the OCR engine
	Detect supported languages
	Process image binary data and extract text
	Process image files and extract text
	Report version information

Implementing an OCR Backend
To create a custom OCR backend, create a module that implements this behaviour:
defmodule MyApp.CustomOcrBackend do
  @behaviour Kreuzberg.Plugin.OcrBackend

  @impl true
  def name(), do: "custom_ocr"

  @impl true
  def supported_languages(), do: ["eng", "deu", "fra"]

  @impl true
  def initialize() do
    # Initialize your OCR engine
    :ok
  end

  @impl true
  def shutdown() do
    # Clean up resources
    :ok
  end

  @impl true
  def process_image(image_data, language) when is_binary(image_data) do
    # Extract text from image binary data
    {:ok, extracted_text}
  end

  @impl true
  def process_file(path, language) when is_binary(path) do
    # Extract text from image file
    {:ok, extracted_text}
  end

  @impl true
  def version(), do: "1.0.0"
end
Language Codes
Language codes should follow the ISO 639-3 standard for consistency:
	"eng" - English
	"deu" - German
	"fra" - French
	"spa" - Spanish
	"ita" - Italian
	"jpn" - Japanese
	"rus" - Russian
	"chi" - Chinese (Simplified)
	"chi_tra" - Chinese (Traditional)

Error Handling
All functions that can fail should return {:error, reason} tuples where reason is
a descriptive string. Use clear, actionable error messages to help users debug issues.
Common error scenarios:
	Invalid image format: {:error, "Unsupported image format: png"}
	Unsupported language: {:error, "Language not supported: xyz"}
	Engine initialization failure: {:error, "Failed to initialize OCR engine"}
	File read errors: {:error, "Cannot read file: /path/to/file"}
	OCR processing errors: {:error, "OCR processing failed: timeout"}

Example: Tesseract-based Backend
Here's a complete example of implementing a Tesseract-based OCR backend:
	name() - Returns "tesseract"
	supported_languages() - Returns list of supported language codes
	initialize() - Verifies tesseract is installed via System.cmd("tesseract", ["--version"])
	shutdown() - Performs cleanup (Tesseract requires no explicit shutdown)
	process_image(image_data, language) - Writes image to temp file, runs tesseract with language param,
reads output text file, cleans up temp files
	process_file(path, language) - Reads image file and delegates to process_image/2
	version() - Runs tesseract --version and extracts the version string

Error handling covers:
	Missing tesseract installation
	File I/O errors during temporary file operations
	OCR processing failures

Integration with Kreuzberg
Once implemented, OCR backends can be integrated into the Kreuzberg extraction pipeline
through the configuration system:
config = %Kreuzberg.ExtractionConfig{
  ocr: %{
    "enabled" => true,
    "backend" => "tesseract",
    "languages" => ["eng", "deu"]
  }
}

{:ok, result} = Kreuzberg.extract(pdf_binary, "application/pdf", config)
Callbacks

      


      
        Summary


  
    Callbacks
  


    
      
        initialize()

      


        Initializes the OCR backend.



    


    
      
        name()

      


        Returns the human-readable name of the OCR backend.



    


    
      
        process_file(path, language)

      


        Processes an image file and extracts text.



    


    
      
        process_image(image_data, language)

      


        Processes image binary data and extracts text.



    


    
      
        shutdown()

      


        Shuts down the OCR backend.



    


    
      
        supported_languages()

      


        Returns a list of supported language codes.



    


    
      
        version()

      


        Returns the version of the OCR backend.
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          @callback initialize() :: :ok | {:error, String.t()}


      


Initializes the OCR backend.
Called once when the backend is first loaded. Should prepare any resources,
verify dependencies, and perform any necessary setup. If initialization fails,
the backend should not be used.
Returns
	:ok - Initialization successful
	{:error, reason} - Initialization failed

Examples
iex> Kreuzberg.Plugin.ExampleBackend.initialize()
:ok

iex> # If dependencies are missing
{:error, "Tesseract not found"}

  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          @callback name() :: String.t()


      


Returns the human-readable name of the OCR backend.
Used for identification and logging purposes. Should be a lowercase atom-compatible string.
Returns
A string identifier for the backend (e.g., "tesseract", "paddleocr", "custom_ocr").
Examples
iex> Kreuzberg.Plugin.ExampleBackend.name()
"example_ocr"

  



  
    
      
    
    
      process_file(path, language)



        
          
        

    

  


  

      

          @callback process_file(path :: String.t(), language :: String.t()) ::
  {:ok, String.t()} | {:error, String.t()}


      


Processes an image file and extracts text.
Reads an image from the specified file path and extracts text content.
This is a convenience callback that can be implemented by reading the file
and delegating to process_image/2.
Parameters
	path - File system path to the image
	language - ISO 639-3 language code (e.g., "eng", "deu")

Returns
	{:ok, text} - Extracted text as a string
	{:error, reason} - Processing failed with error reason

Examples
iex> Kreuzberg.Plugin.ExampleBackend.process_file("/tmp/document.png", "eng")
{:ok, "Extracted text from the file"}

iex> Kreuzberg.Plugin.ExampleBackend.process_file("/nonexistent/file.png", "eng")
{:error, "Cannot read file: ..."}

  



  
    
      
    
    
      process_image(image_data, language)



        
          
        

    

  


  

      

          @callback process_image(image_data :: binary(), language :: String.t()) ::
  {:ok, String.t()} | {:error, String.t()}


      


Processes image binary data and extracts text.
Takes raw image data (typically PNG, JPG, TIFF, etc.) and a language code,
and returns the extracted text content or an error.
Parameters
	image_data - Binary image data (raw bytes)
	language - ISO 639-3 language code (e.g., "eng", "deu")

Returns
	{:ok, text} - Extracted text as a string
	{:error, reason} - Processing failed with error reason

Examples
iex> image_binary = File.read!("image.png")
iex> Kreuzberg.Plugin.ExampleBackend.process_image(image_binary, "eng")
{:ok, "Extracted text from the image"}

iex> Kreuzberg.Plugin.ExampleBackend.process_image(<<>>, "unknown_lang")
{:error, "Invalid image data"}
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          @callback shutdown() :: :ok


      


Shuts down the OCR backend.
Called when the backend is being unloaded. Should clean up resources,
close connections, and perform any necessary teardown. Should not raise exceptions.
This is a best-effort cleanup function. Errors in shutdown should be logged
but should not prevent the shutdown process.
Returns
	:ok - Shutdown completed (errors may have been logged internally)

Examples
iex> Kreuzberg.Plugin.ExampleBackend.shutdown()
:ok
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          @callback supported_languages() :: [String.t()]


      


Returns a list of supported language codes.
Languages should be reported using ISO 639-3 codes (3-letter codes) where possible.
If specific variants are supported (e.g., Traditional vs Simplified Chinese),
use a suffix with underscore (e.g., "chi_tra").
Returns
A list of language codes the backend can process.
Examples
iex> Kreuzberg.Plugin.ExampleBackend.supported_languages()
["eng", "deu", "fra", "spa"]
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          @callback version() :: String.t()


      


Returns the version of the OCR backend.
Should return a semantic version string (e.g., "1.0.0") or a version
string from the underlying OCR engine if available.
Returns
A version string for the backend.
Examples
iex> Kreuzberg.Plugin.ExampleBackend.version()
"1.2.3"

iex> Kreuzberg.Plugin.ExampleBackend.version()
"tesseract 4.1.1"
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Behaviour module for post-processor plugins in the Kreuzberg plugin system.
Post-processor plugins allow you to modify, filter, or enrich extraction results
after the core extraction process completes. They operate in three distinct stages
(early, middle, late) enabling flexible composition of transformations.
Overview
Post-processors are applied to extraction results and can:
	Transform extraction result content and structure
	Add computed fields or metadata
	Filter or clean extracted data
	Validate and normalize output
	Apply language-specific transformations
	Enrich results with external data

Post-processors are executed in sequence based on their stage and defined order,
with each processor receiving the output of the previous one.
Processing Stages
Plugins operate in three stages, executed in this order:
	:early - Run before other transformations, useful for initial normalization
	:middle - Standard transformations and enrichment
	:late - Final cleanup and validation before results are returned

Within each stage, processors execute in the order they are registered.
Configuration
Each post-processor can be configured via the plugin configuration system:
config :kreuzberg, :post_processors, [
  {MyApp.NormalizerProcessor, %{
    "lowercase_all" => true,
    "remove_extra_whitespace" => true
  }}
]
Configuration is passed as the second argument to the process/2 callback.
Lifecycle
Post-processors follow a standard lifecycle:
	initialize/0 is called once when the plugin system starts
	process/2 is called for each extraction result
	shutdown/0 is called when the plugin system shuts down

Example Implementation
defmodule MyApp.TextNormalizerProcessor do
  @behaviour Kreuzberg.Plugin.PostProcessor

  @impl true
  def name() do
    "text_normalizer"
  end

  @impl true
  def version() do
    "1.0.0"
  end

  @impl true
  def processing_stage() do
    :early
  end

  @impl true
  def initialize() do
    # Load resources, establish connections, etc.
    IO.puts("Text Normalizer initialized")
    :ok
  end

  @impl true
  def shutdown() do
    # Clean up resources
    IO.puts("Text Normalizer shutting down")
    :ok
  end

  @impl true
  def process(result, config) do
    config = config || %{}

    result
    |> normalize_content(config)
    |> normalize_metadata(config)
  end

  defp normalize_content(result, config) do
    if Map.get(config, "normalize_whitespace", false) do
      content = String.trim(result.content)
      content = Regex.replace(~r/\s+/, content, " ")
      %{result | content: content}
    else
      result
    end
  end

  defp normalize_metadata(result, config) do
    if Map.get(config, "add_processor_info", false) do
      metadata =
        Map.put(result.metadata, "processed_by", "text_normalizer")

      %{result | metadata: metadata}
    else
      result
    end
  end
end
Integration
Post-processors are automatically discovered and loaded by the Kreuzberg plugin
system. They should be registered in your application configuration:
config :kreuzberg, :plugins, [
  post_processors: [
    {MyApp.TextNormalizerProcessor, %{"normalize_whitespace" => true}}
  ]
]
Error Handling
If a post-processor encounters an error during processing:
	The error is logged with context
	Processing continues with the unmodified result if process/2 returns an error
	Use initialize/0 to perform validation and return errors early

Implementations should handle errors gracefully within process/2 and not raise
exceptions, as this will interrupt the processing pipeline.
Performance Considerations
	Keep process/2 implementations efficient, as they run on every extraction
	Heavy computations should be performed during initialize/0 if possible
	Use :early stage for computationally cheap operations like normalization
	Use :late stage for expensive validation or enrichment
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        Initializes the post-processor.



    


    
      
        name()

      


        Returns the name of this post-processor.



    


    
      
        process(result, config)

      


        Processes an extraction result with optional configuration.



    


    
      
        processing_stage()

      


        Returns the processing stage for this post-processor.



    


    
      
        shutdown()

      


        Shuts down the post-processor.



    


    
      
        version()

      


        Returns the version of this post-processor.



    





      


      
        Types


        


  
    
      
    
    
      config()



        
          
        

    

  


  

      

          @type config() :: map() | nil


      



  



  
    
      
    
    
      result()



        
          
        

    

  


  

      

          @type result() :: map()


      



  



  
    
      
    
    
      stage()



        
          
        

    

  


  

      

          @type stage() :: :early | :middle | :late


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      initialize()



        
          
        

    

  


  

      

          @callback initialize() :: :ok | {:error, String.t()}


      


Initializes the post-processor.
Called once when the processor is first loaded or when the plugin system starts.
Use this callback to:
	Load configuration files or resources
	Establish database or service connections
	Validate plugin requirements
	Set up state for the processor

The plugin system waits for this callback to complete before invoking process/2.
If initialization fails, the processor is not loaded and an error is logged.
Returns
	:ok - Initialization succeeded, processor is ready
	{:error, reason} - Initialization failed with error reason (string)

Examples
@impl true
def initialize() do
  case load_model("model.bin") do
    {:ok, model} ->
      Agent.start_link(fn -> model end, name: __MODULE__)
      :ok
    {:error, reason} ->
      {:error, "Failed to load model: " <> reason}
  end
end

@impl true
def initialize() do
  :ok
end

  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          @callback name() :: String.t()


      


Returns the name of this post-processor.
The name should be a unique identifier for the processor across the system.
Names are used for logging, configuration, and debugging purposes.
Returns
A string containing the processor name (e.g., "text_normalizer", "entity_extractor").
Examples
iex> MyApp.TextNormalizerProcessor.name()
"text_normalizer"

iex> MyApp.MetadataEnricherProcessor.name()
"metadata_enricher"

  



  
    
      
    
    
      process(result, config)



        
          
        

    

  


  

      

          @callback process(result :: result(), config :: config()) :: result()


      


Processes an extraction result with optional configuration.
This callback is invoked for each extraction result after core extraction completes.
The processor receives the current result and its configuration, and must return
the transformed result (which may be the same result unmodified).
Parameters
	result - A map containing extraction result data with fields like:	:content - Extracted text content
	:mime_type - Document MIME type
	:metadata - Document metadata
	:tables - Extracted tables
	:detected_languages - Detected language codes
	:chunks - Text chunks with embeddings
	:images - Extracted images
	:pages - Per-page content


	config - Optional configuration map passed from system configuration,
or nil if no configuration was provided

Returns
The processed result map. The structure should match the input result structure
but may contain modified or added fields.
Examples
iex> result = %{
...>   content: "Hello  WORLD",
...>   mime_type: "text/plain",
...>   metadata: %{}
...> }
iex> config = %{"normalize_whitespace" => true}
iex> MyApp.TextNormalizerProcessor.process(result, config)
%{
  content: "Hello WORLD",
  mime_type: "text/plain",
  metadata: %{}
}

iex> result = %{content: "test", metadata: %{}}
iex> MyApp.Processor.process(result, nil)
%{content: "test", metadata: %{}}

  



  
    
      
    
    
      processing_stage()



        
          
        

    

  


  

      

          @callback processing_stage() :: stage()


      


Returns the processing stage for this post-processor.
Defines when this processor runs in the pipeline relative to other processors.
All :early stage processors run before :middle stage processors, which run
before :late stage processors.
Within the same stage, processors execute in the order they are registered.
Returns
An atom representing the stage: :early, :middle, or :late.
Examples
iex> MyApp.TextNormalizerProcessor.processing_stage()
:early

iex> MyApp.EntityExtractorProcessor.processing_stage()
:middle

iex> MyApp.ValidationProcessor.processing_stage()
:late

  



  
    
      
    
    
      shutdown()



        
          
        

    

  


  

      

          @callback shutdown() :: :ok


      


Shuts down the post-processor.
Called once when the processor is being unloaded or when the plugin system shuts down.
Use this callback to:
	Close database or service connections
	Release allocated resources
	Clean up temporary files
	Flush pending data

This callback is called for cleanup and should always succeed. Any errors raised
or returned here are logged but do not affect system shutdown.
Returns
:ok - Shutdown completed (errors are logged but not propagated).
Examples
@impl true
def shutdown() do
  Agent.stop(__MODULE__)
  :ok
end

@impl true
def shutdown() do
  :ok
end

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @callback version() :: String.t()


      


Returns the version of this post-processor.
Version strings are used for:
	Logging and debugging
	Compatibility checks
	Documenting which version of the processor generated results

Use semantic versioning (e.g., "1.0.0", "2.1.3-beta").
Returns
A string containing the processor version (e.g., "1.0.0", "0.5.0").
Examples
iex> MyApp.TextNormalizerProcessor.version()
"1.0.0"

iex> MyApp.EntityExtractorProcessor.version()
"2.1.3"
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Kreuzberg.Plugin.Registry 
    



      
GenServer for managing Kreuzberg plugins.
This module provides a centralized registry for managing different types of plugins:
	Post-processors: Transform extracted text content
	Validators: Validate extraction configuration parameters
	OCR backends: Provide OCR functionality

The registry maintains plugin metadata including module references, configuration,
priorities, stages, and language support. All operations are thread-safe through
the GenServer interface.
State Structure
The internal state is a map with four top-level keys:
	:post_processors: Maps processor name to %{module: ..., config: ..., stage: ...}
	:validators: Maps validator name to %{module: ..., priority: ...}
	:sorted_validators: Pre-sorted list of validators by priority (descending) for performance
	:ocr_backends: Maps backend name to %{module: ..., languages: ...}

Usage
Typically used during application startup to register available plugins:
{:ok, _pid} = Kreuzberg.Plugin.Registry.start_link([])
Kreuzberg.Plugin.Registry.register_post_processor(MyPostProcessor, %{enabled: true}, :pre)
Kreuzberg.Plugin.Registry.register_validator(MyValidator, priority: 10)
Kreuzberg.Plugin.Registry.register_ocr_backend(MyOCRBackend, languages: ["en", "de"])

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear_ocr_backends(server \\ nil)

      


        Clear all registered OCR backends.



    


    
      
        clear_post_processors(server \\ nil)

      


        Clear all registered post-processors.



    


    
      
        clear_validators(server \\ nil)

      


        Clear all registered validators.



    


    
      
        get_ocr_backend(name, server \\ nil)

      


        Get a specific OCR backend by name.



    


    
      
        get_ocr_backends_by_language(language, server \\ nil)

      


        Get OCR backends that support a specific language.



    


    
      
        get_post_processor(name, server \\ nil)

      


        Get a specific post-processor by name.



    


    
      
        get_post_processors_by_stage(stage, server \\ nil)

      


        Get post-processors for a specific processing stage.



    


    
      
        get_validator(name, server \\ nil)

      


        Get a specific validator by name.



    


    
      
        get_validators_by_priority(server \\ nil)

      


        Get validators sorted by priority (highest first).



    


    
      
        list_ocr_backends(server \\ nil)

      


        List all registered OCR backends.



    


    
      
        list_post_processors(server \\ nil)

      


        List all registered post-processors.



    


    
      
        list_validators(server \\ nil)

      


        List all registered validators.



    


    
      
        register_ocr_backend(module, opts \\ nil, server \\ nil)

      


        Register an OCR backend plugin.



    


    
      
        register_post_processor(name_or_module, config_or_module \\ nil, stage \\ nil, server \\ nil)

      


        Register a post-processor plugin.



    


    
      
        register_validator(module, opts \\ nil, server \\ nil)

      


        Register a validator plugin.



    


    
      
        start_link(opts \\ [])

      


        Start the registry GenServer.



    


    
      
        unregister_ocr_backend(name, server \\ nil)

      


        Unregister an OCR backend plugin by name.



    


    
      
        unregister_post_processor(name, server \\ nil)

      


        Unregister a post-processor plugin by name.



    


    
      
        unregister_validator(name, server \\ nil)

      


        Unregister a validator plugin by name.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      clear_ocr_backends(server \\ nil)



        
          
        

    

  


  

      

          @spec clear_ocr_backends(GenServer.server() | nil) :: :ok


      


Clear all registered OCR backends.
Parameters
	server - GenServer name/pid (optional)

Returns
	:ok

Examples
Kreuzberg.Plugin.Registry.clear_ocr_backends()

  



    

  
    
      
    
    
      clear_post_processors(server \\ nil)



        
          
        

    

  


  

      

          @spec clear_post_processors(GenServer.server() | nil) :: :ok


      


Clear all registered post-processors.
Parameters
	server - GenServer name/pid (optional)

Returns
	:ok

Examples
Kreuzberg.Plugin.Registry.clear_post_processors()

  



    

  
    
      
    
    
      clear_validators(server \\ nil)



        
          
        

    

  


  

      

          @spec clear_validators(GenServer.server() | nil) :: :ok


      


Clear all registered validators.
Parameters
	server - GenServer name/pid (optional)

Returns
	:ok

Examples
Kreuzberg.Plugin.Registry.clear_validators()

  



    

  
    
      
    
    
      get_ocr_backend(name, server \\ nil)



        
          
        

    

  


  

      

          @spec get_ocr_backend(atom() | String.t(), GenServer.server() | nil) ::
  {:ok, map()} | {:error, String.t()}


      


Get a specific OCR backend by name.
Parameters
	name - The OCR backend name
	server - GenServer name/pid (optional)

Returns
	{:ok, metadata} - OCR backend metadata
	{:error, "Not found"} - OCR backend not found

Examples
{:ok, metadata} = Kreuzberg.Plugin.Registry.get_ocr_backend(:my_ocr)

  



    

  
    
      
    
    
      get_ocr_backends_by_language(language, server \\ nil)



        
          
        

    

  


  

      

          @spec get_ocr_backends_by_language(String.t(), GenServer.server() | nil) :: map()


      


Get OCR backends that support a specific language.
Uses a single-pass reduce for optimal performance (OPTIMIZATION 2).
Parameters
	language - The language code (string)
	server - GenServer name/pid (optional)

Returns
  A map of backend names to metadata for backends supporting the language
Examples
en_backends = Kreuzberg.Plugin.Registry.get_ocr_backends_by_language("en")

  



    

  
    
      
    
    
      get_post_processor(name, server \\ nil)



        
          
        

    

  


  

      

          @spec get_post_processor(atom() | String.t(), GenServer.server() | nil) ::
  {:ok, map()} | {:error, String.t()}


      


Get a specific post-processor by name.
Parameters
	name - The post-processor name
	server - GenServer name/pid (optional)

Returns
	{:ok, metadata} - Post-processor metadata
	{:error, "Not found"} - Post-processor not found

Examples
{:ok, metadata} = Kreuzberg.Plugin.Registry.get_post_processor(:my_processor)

  



    

  
    
      
    
    
      get_post_processors_by_stage(stage, server \\ nil)



        
          
        

    

  


  

      

          @spec get_post_processors_by_stage(atom(), GenServer.server() | nil) :: map()


      


Get post-processors for a specific processing stage.
Parameters
	stage - The processing stage to filter by (atom)
	server - GenServer name/pid (optional)

Returns
  A map of post-processor names to metadata for the specified stage
Examples
pre_processors = Kreuzberg.Plugin.Registry.get_post_processors_by_stage(:pre)

  



    

  
    
      
    
    
      get_validator(name, server \\ nil)



        
          
        

    

  


  

      

          @spec get_validator(atom() | String.t(), GenServer.server() | nil) ::
  {:ok, map()} | {:error, String.t()}


      


Get a specific validator by name.
Parameters
	name - The validator name
	server - GenServer name/pid (optional)

Returns
	{:ok, metadata} - Validator metadata
	{:error, "Not found"} - Validator not found

Examples
{:ok, metadata} = Kreuzberg.Plugin.Registry.get_validator(:my_validator)

  



    

  
    
      
    
    
      get_validators_by_priority(server \\ nil)



        
          
        

    

  


  

      

          @spec get_validators_by_priority(GenServer.server() | nil) :: [{atom(), map()}]


      


Get validators sorted by priority (highest first).
This is the primary way to retrieve validators for execution.
The list is pre-calculated and cached in the state for performance.
Parameters
	server - GenServer name/pid (optional)

Returns
  A list of {name, metadata} tuples sorted by priority descending
Examples
validators = Kreuzberg.Plugin.Registry.get_validators_by_priority()
Enum.each(validators, fn {name, metadata} ->
  apply(metadata.module, :validate, [...])
end)

  



    

  
    
      
    
    
      list_ocr_backends(server \\ nil)



        
          
        

    

  


  

      

          @spec list_ocr_backends(GenServer.server() | nil) :: map()


      


List all registered OCR backends.
Returns a map of OCR backend names to their metadata.
Parameters
	server - GenServer name/pid (optional)

Returns
  A map where keys are backend names and values are metadata maps containing:
	:module - The OCR backend module
	:languages - List of supported language codes

Examples
backends = Kreuzberg.Plugin.Registry.list_ocr_backends()

  



    

  
    
      
    
    
      list_post_processors(server \\ nil)



        
          
        

    

  


  

      

          @spec list_post_processors(GenServer.server() | nil) :: map()


      


List all registered post-processors.
Returns a map of post-processor names to their metadata.
Parameters
	server - GenServer name/pid (optional)

Returns
  A map where keys are processor names and values are metadata maps containing:
	:module - The processor module
	:config - The processor configuration
	:stage - The processing stage

Examples
processors = Kreuzberg.Plugin.Registry.list_post_processors()
IO.inspect(processors)

  



    

  
    
      
    
    
      list_validators(server \\ nil)



        
          
        

    

  


  

      

          @spec list_validators(GenServer.server() | nil) :: map()


      


List all registered validators.
Returns a map of validator names to their metadata, not sorted.
For sorted validators, use get_validators_by_priority/1.
Parameters
	server - GenServer name/pid (optional)

Returns
  A map where keys are validator names and values are metadata maps containing:
	:module - The validator module
	:priority - The validation priority

Examples
validators = Kreuzberg.Plugin.Registry.list_validators()

  



    

    

  
    
      
    
    
      register_ocr_backend(module, opts \\ nil, server \\ nil)



        
          
        

    

  


  

      

          @spec register_ocr_backend(module(), keyword() | nil, GenServer.server() | nil) ::
  :ok | {:error, String.t()}


      


Register an OCR backend plugin.
Parameters
	module - The module implementing the OCR backend behavior
	opts - Options keyword list with:	:languages - Supported language codes (list of strings, optional, defaults to [])


	server - GenServer name/pid (optional)

Returns
	:ok on success
	{:error, reason} on failure

Examples
Kreuzberg.Plugin.Registry.register_ocr_backend(MyOCR)
Kreuzberg.Plugin.Registry.register_ocr_backend(MyOCR, languages: ["en", "de", "fr"])

  



    

    

    

  
    
      
    
    
      register_post_processor(name_or_module, config_or_module \\ nil, stage \\ nil, server \\ nil)



        
          
        

    

  


  

      

          @spec register_post_processor(
  atom() | module(),
  map() | module() | nil,
  atom() | nil,
  GenServer.server() | nil
) :: :ok | {:error, String.t()}


      


Register a post-processor plugin.
Parameters
	module - The module implementing the post-processor behavior
	config - Configuration map for the post-processor (optional, defaults to %{})
	stage - Processing stage (atom), e.g., :pre, :post, :cleanup (optional, defaults to :post)
	server - GenServer name/pid (optional, defaults to default registry)

Returns
	:ok on success
	{:error, reason} on failure

Examples
Kreuzberg.Plugin.Registry.register_post_processor(MyProcessor)
Kreuzberg.Plugin.Registry.register_post_processor(MyProcessor, %{enabled: true}, :pre)

  



    

    

  
    
      
    
    
      register_validator(module, opts \\ nil, server \\ nil)



        
          
        

    

  


  

      

          @spec register_validator(module(), keyword() | nil, GenServer.server() | nil) ::
  :ok | {:error, String.t()}


      


Register a validator plugin.
Parameters
	module - The module implementing the validator behavior
	opts - Options keyword list with:	:priority - Validation priority (integer, higher runs first, optional, defaults to 0)


	server - GenServer name/pid (optional)

Returns
	:ok on success
	{:error, reason} on failure

Examples
Kreuzberg.Plugin.Registry.register_validator(MyValidator)
Kreuzberg.Plugin.Registry.register_validator(MyValidator, priority: 10)

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Start the registry GenServer.
Options are passed directly to GenServer.start_link/3.
Examples
{:ok, pid} = Kreuzberg.Plugin.Registry.start_link([])
{:ok, pid} = Kreuzberg.Plugin.Registry.start_link(name: :plugin_registry)

  



    

  
    
      
    
    
      unregister_ocr_backend(name, server \\ nil)



        
          
        

    

  


  

      

          @spec unregister_ocr_backend(atom() | String.t(), GenServer.server() | nil) :: :ok


      


Unregister an OCR backend plugin by name.
Parameters
	name - The name of the OCR backend
	server - GenServer name/pid (optional)

Returns
	:ok

Examples
Kreuzberg.Plugin.Registry.unregister_ocr_backend(:my_ocr)

  



    

  
    
      
    
    
      unregister_post_processor(name, server \\ nil)



        
          
        

    

  


  

      

          @spec unregister_post_processor(atom() | String.t(), GenServer.server() | nil) :: :ok


      


Unregister a post-processor plugin by name.
Parameters
	name - The name of the post-processor (atom or string)
	server - GenServer name/pid (optional)

Returns
	:ok

Examples
Kreuzberg.Plugin.Registry.unregister_post_processor(:my_processor)

  



    

  
    
      
    
    
      unregister_validator(name, server \\ nil)



        
          
        

    

  


  

      

          @spec unregister_validator(atom() | String.t(), GenServer.server() | nil) :: :ok


      


Unregister a validator plugin by name.
Parameters
	name - The name of the validator
	server - GenServer name/pid (optional)

Returns
	:ok

Examples
Kreuzberg.Plugin.Registry.unregister_validator(:my_validator)
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Kreuzberg.Plugin.Supervisor 
    



      
OTP Supervisor for the Kreuzberg plugin system.
This supervisor manages the plugin system's core components, specifically
the Registry GenServer that maintains the registry of loaded plugins.
Supervision Strategy
Uses a :one_for_one strategy, meaning if the Registry process terminates,
only that process will be restarted, not the entire supervision tree.
Usage
The supervisor is typically started automatically as part of the Kreuzberg
application supervision tree. To start it manually:
{:ok, pid} = Kreuzberg.Plugin.Supervisor.start_link([])
Children
	Kreuzberg.Plugin.Registry - GenServer managing plugin registration and lookup


      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Return the supervisor child specification.



    


    
      
        start_link(opts)

      


        Start the plugin supervisor.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

      

          @spec child_spec(keyword()) :: Supervisor.child_spec()


      


Return the supervisor child specification.
This is useful for including the plugin supervisor in a parent supervision tree.
Returns
	Child specification map


  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: Supervisor.on_start()


      


Start the plugin supervisor.
Options
	:name - Registered process name (defaults to module name)

Returns
	{:ok, pid()} - Successfully started
	{:error, reason} - Failed to start
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Kreuzberg.Plugin.Validator behaviour
    



      
Behaviour module for Kreuzberg document extraction validators.
This module defines the callback interface for implementing custom validators
in the Kreuzberg plugin system. Validators are responsible for validating
extraction results and ensuring data quality and consistency.
Validators are executed in a pipeline with configurable priorities, allowing
fine-grained control over validation order and result handling. Each validator
can decide whether it should validate a given result based on custom logic.
Validator Lifecycle
The validator lifecycle consists of four main phases:
	Initialization - Called once when the validator is registered
	Use this to set up resources, connect to services, etc.
	Must return :ok or {:error, reason}


	Conditional Validation - Before validating, check if validation should run
	Use should_validate?/1 to conditionally apply validation logic
	Useful for document-type-specific validators


	Validation - Perform the actual validation
	Check result structure and content
	Return :ok or {:error, reason} with descriptive message


	Shutdown - Called when the validator is unregistered
	Use this to clean up resources
	Must return :ok



Priority System
Validators are sorted by priority (descending) before execution. Higher priority
values run first. This allows you to:
	Run fast validators first (fail-fast approach)
	Run validators with dependencies in order
	Control the order of detailed validation passes

Typical priority levels:
	100+ - Critical validators (must pass)
	50-100 - High priority validators
	1-50 - Standard validators
	0 or negative - Low priority (informational)

Validation Results
All validation functions return one of:
	:ok - Validation passed
	{:error, reason} - Validation failed with human-readable reason

Error messages should be descriptive enough to help developers:
	Specify what was wrong
	Explain why it matters
	Provide hints for fixing the issue

Example Validators
See the examples below for common validator patterns.
Behaviour Callbacks
All modules implementing this behaviour must define:
	name/0 - Return a unique validator identifier
	validate/1 - Perform validation on extraction result
	should_validate?/1 - Decide if validation should run
	priority/0 - Return validation priority (integer)
	initialize/0 - Set up validator resources
	shutdown/0 - Clean up validator resources
	version/0 - Return validator version string

Examples
A minimal validator that checks for empty content:
defmodule MyApp.Validators.NonEmptyValidator do
  @behaviour Kreuzberg.Plugin.Validator

  def name, do: "non_empty_content_validator"

  def validate(result) do
    if String.length(result["content"] || "") > 0 do
      :ok
    else
      {:error, "Extraction result contains empty content"}
    end
  end

  def should_validate?(result) do
    is_map(result) and Map.has_key?(result, "content")
  end

  def priority, do: 100

  def initialize do
    :ok
  end

  def shutdown, do: :ok

  def version, do: "1.0.0"
end
A more complex validator that validates PDF metadata:
defmodule MyApp.Validators.PDFMetadataValidator do
  @behaviour Kreuzberg.Plugin.Validator

  def name, do: "pdf_metadata_validator"

  def validate(result) do
    with {:ok, mime} <- validate_mime_type(result),
         {:ok, metadata} <- validate_metadata_exists(result),
         {:ok, _} <- validate_required_fields(result) do
      :ok
    end
  end

  def should_validate?(result) do
    mime_type = result["mime_type"]
    String.starts_with?(mime_type || "", "application/pdf")
  end

  def priority, do: 75

  def initialize do
    # Could initialize PDF validation library here
    :ok
  end

  def shutdown, do: :ok

  def version, do: "2.1.0"

  # Private helpers would go here
  # (implementation details omitted for brevity)
end
A stateful validator that tracks statistics:
defmodule MyApp.Validators.StatisticsValidator do
  @behaviour Kreuzberg.Plugin.Validator
  use GenServer

  def name, do: "statistics_validator"

  def validate(result) do
    try do
      # Update statistics
      :ok = GenServer.call(__MODULE__, {:track, result})
      :ok
    catch
      :exit, _ ->
        {:error, "Failed to record statistics"}
    end
  end

  def should_validate?(_result), do: true

  def priority, do: 10

  def initialize do
    GenServer.start_link(__MODULE__, %{}, name: __MODULE__)
    :ok
  end

  def shutdown do
    GenServer.stop(__MODULE__)
  end

  def version, do: "1.5.0"

  # GenServer callbacks
  @impl true
  def init(state) do
    {:ok, state}
  end

  @impl true
  def handle_call({:track, result}, _from, state) do
    new_state = update_stats(state, result)
    {:reply, :ok, new_state}
  end

  defp update_stats(state, result) do
    # Track metrics based on result
    state
  end
end
Validator Registration
Validators are registered with the Kreuzberg plugin system:
Kreuzberg.Plugin.register_validator(MyApp.Validators.NonEmptyValidator)
And can be unregistered when no longer needed:
Kreuzberg.Plugin.unregister_validator("non_empty_content_validator")
Validation Pipeline
During result processing, the system:
	Collects all registered validators
	Sorts by priority (highest first)
	For each validator:
a. Calls should_validate?/1 to check applicability
b. If true, calls validate/1
c. Continues on :ok, may stop on error based on policy
	Returns combined validation result

Error Handling
When validation fails:
	Single validation error: {:error, "reason"}
	Multiple validation errors: {:error, [{"validator_name", "reason"}, ...]}
	System errors: {:error, "Validator xyz: system error"}

Validators should avoid raising exceptions and instead return error tuples.
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          @type validation_result() :: :ok | {:error, String.t()}
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          @callback initialize() :: :ok | {:error, String.t()}


      


Initializes the validator.
This callback is called once when the validator is registered with the plugin
system. Use it to:
	Set up resources (connections, file handles, etc.)
	Initialize state
	Validate configuration
	Perform one-time setup

If initialization fails, the validator will not be registered and an error
will be returned to the caller.
Returns
	:ok - Initialization successful
	{:error, reason} - Initialization failed with a reason

Examples
# Minimal validator with no setup
iex> MyValidator.initialize()
:ok

# Validator that needs to connect to a service
iex> ServiceValidator.initialize()
# Attempts to connect, returns :ok or {:error, "Connection failed"}
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          @callback name() :: String.t()


      


Returns the unique identifier/name for this validator.
The name should be a descriptive string that uniquely identifies this validator
within the plugin system. It will be used for logging, registration, and error
messages.
Returns
A string identifier (e.g., "pdf_content_validator", "table_format_validator").
Examples
iex> MyValidator.name()
"content_length_validator"
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          @callback priority() :: integer()


      


Returns the priority for this validator.
Higher priority validators run first in the validation pipeline. Priority is
used to control the order of validator execution, allowing:
	Critical validators to fail fast
	Validators with dependencies to run in order
	Expensive validators to run last

Typical values:
	100-200: Critical system validators
	50-100: High priority domain validators
	1-50: Standard validators
	0 or negative: Low priority, informational validators

Returns
An integer representing the priority (typically 0-200, but any integer is valid).
Examples
iex> MyValidator.priority()
50

iex> CriticalValidator.priority()
150

iex> InformationalValidator.priority()
-10
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          @callback should_validate?(result :: map()) :: boolean()


      


Determines whether this validator should validate the given result.
This callback allows validators to conditionally apply validation logic based
on the result content. For example, a PDF-specific validator might only
validate results with mime_type "application/pdf".
Returning false from this callback causes the validator to be skipped for
that result without calling validate/1.
Parameters
	result - A map containing the extraction result to check

Returns
	true - This validator should validate the result
	false - This validator should be skipped for this result

Examples
# Validate all results
iex> MyValidator.should_validate?(%{"content" => "text"})
true

# Only validate PDFs
iex> PDFValidator.should_validate?(%{"mime_type" => "application/pdf"})
true

iex> PDFValidator.should_validate?(%{"mime_type" => "text/plain"})
false
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          @callback shutdown() :: :ok


      


Shuts down the validator.
This callback is called when the validator is unregistered from the plugin
system. Use it to:
	Close resources (connections, files, etc.)
	Clean up state
	Stop processes

The shutdown callback should always return :ok and not raise exceptions.
Returns
	:ok - Always returns :ok to ensure cleanup completes

Examples
# Validator with no resources
iex> MyValidator.shutdown()
:ok
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          @callback validate(result :: map()) :: validation_result()


      


Validates an extraction result.
This is the main validation function called by the plugin system. It should
perform all necessary validation checks on the result and return either :ok
or an error tuple with a descriptive message.
The validator should not raise exceptions; use error tuples instead for
consistent error handling in the plugin system.
Parameters
	result - A map containing the extraction result with keys like:	"content" - Extracted text content
	"mime_type" - Document MIME type
	"metadata" - Document metadata
	"tables" - Extracted tables
	And other extraction result fields



Returns
	:ok - If validation passes
	{:error, reason} - If validation fails, with a human-readable reason

Error Messages
Error messages should be specific and helpful:
	"Content is empty" - Good
	"Validation failed" - Poor

Examples
iex> MyValidator.validate(%{"content" => "Hello", "mime_type" => "text/plain"})
:ok

iex> MyValidator.validate(%{"content" => "", "mime_type" => "text/plain"})
{:error, "Content cannot be empty"}
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          @callback version() :: String.t()


      


Returns the version of this validator.
This should be a version string that identifies the specific implementation
of this validator. It's useful for:
	Debugging (knowing which version of a validator is running)
	Logging and metrics
	Compatibility checking

Version format should follow semantic versioning (e.g., "1.2.3").
Returns
A version string (e.g., "1.0.0", "2.1.5-beta").
Examples
iex> MyValidator.version()
"1.0.0"

iex> EnhancedValidator.version()
"2.1.0"
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Structure representing a warning generated during document processing.
Matches the Rust ProcessingWarning struct.
Fields
	:source - The component or stage that generated the warning
	:message - Human-readable warning message
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        Convert a ProcessingWarning struct to a map.
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          @type t() :: %Kreuzberg.ProcessingWarning{message: String.t(), source: String.t()}
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          @spec from_map(map()) :: t()


      


Create a ProcessingWarning struct from a map.
Examples
iex> Kreuzberg.ProcessingWarning.from_map(%{
...>   "source" => "ocr",
...>   "message" => "Low confidence detected"
...> })
%Kreuzberg.ProcessingWarning{
  source: "ocr",
  message: "Low confidence detected"
}
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          @spec to_map(t()) :: map()


      


Convert a ProcessingWarning struct to a map.
Examples
iex> warning = %Kreuzberg.ProcessingWarning{source: "ocr", message: "Low confidence"}
iex> Kreuzberg.ProcessingWarning.to_map(warning)
%{
  "source" => "ocr",
  "message" => "Low confidence"
}
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Outlook PST archive metadata.
Matches the Rust PstMetadata struct.
Fields
	:message_count - Number of messages in the archive
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          @type t() :: %Kreuzberg.PstMetadata{message_count: non_neg_integer()}
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Enumeration of relationship kinds between document elements.
Matches the Rust RelationshipKind enum.
Values
	:footnote_reference - Reference to a footnote
	:citation_reference - Reference to a citation
	:internal_link - Internal document link
	:caption - Caption relationship
	:label - Label relationship
	:toc_entry - Table of contents entry
	:cross_reference - Cross-reference between elements
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          @spec values() :: [t()]


      


Returns all valid RelationshipKind values.
Examples
iex> Kreuzberg.RelationshipKind.values()
[:footnote_reference, :citation_reference, :internal_link, :caption, :label, :toc_entry, :cross_reference]
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Enumeration of result structure formats.
Matches the Rust ResultFormat enum.
Values
	:unified - All content in a unified content field
	:element_based - Content split into semantic elements
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          @spec values() :: [t()]


      


Returns all valid ResultFormat values.
Examples
iex> Kreuzberg.ResultFormat.values()
[:unified, :element_based]
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Structure representing an extracted table from a document.
Matches the Rust Table struct with cells, markdown, page number, and optional bounding box.
Fields
	:cells - Two-dimensional list of table cells [[cell1, cell2], ...]
	:markdown - Markdown representation of the table
	:page_number - Page number where table appears (0-indexed)
	:bounding_box - Bounding box coordinates {x0, y0, x1, y1} if available, nil otherwise

Examples
iex> table = %Kreuzberg.Table{
...>   cells: [["Name", "Age"], ["Alice", "30"]],
...>   markdown: "| Name | Age |\n|------|-----|\n| Alice | 30 |",
...>   page_number: 0
...> }
iex> table.cells
[["Name", "Age"], ["Alice", "30"]]
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        Creates a Table struct from a map.
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          @type t() :: %Kreuzberg.Table{
  bounding_box: map() | nil,
  cells: [[String.t()]],
  markdown: String.t(),
  page_number: non_neg_integer()
}
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          @spec column_count(t()) :: non_neg_integer()


      


Returns the number of columns in the table.
Examples
iex> table = %Kreuzberg.Table{cells: [["A", "B"], ["1", "2"]]}
iex> Kreuzberg.Table.column_count(table)
2
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          @spec from_map(map()) :: t()


      


Creates a Table struct from a map.
Examples
iex> Kreuzberg.Table.from_map(%{"cells" => [["A", "B"]], "markdown" => "| A | B |", "page_number" => 0})
%Kreuzberg.Table{cells: [["A", "B"]], markdown: "| A | B |", page_number: 0}
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          @spec row_count(t()) :: non_neg_integer()


      


Returns the number of rows in the table.
Examples
iex> table = %Kreuzberg.Table{cells: [["A", "B"], ["1", "2"]]}
iex> Kreuzberg.Table.row_count(table)
2
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Converts a Table struct to a map.
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Tree-sitter configuration for code parsing.
Configures tree-sitter grammar management and code extraction behavior.
Fields
	:cache_dir - Custom cache directory for downloaded grammars
	:languages - Languages to pre-download on init
	:groups - Language groups to pre-download
	:process - Tree-sitter process configuration
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        Creates a TreeSitterConfig struct from a map.
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        Converts a TreeSitterConfig struct to a map.
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          @type t() :: %Kreuzberg.TreeSitterConfig{
  cache_dir: String.t() | nil,
  enabled: boolean() | nil,
  groups: [String.t()] | nil,
  languages: [String.t()] | nil,
  process: Kreuzberg.TreeSitterProcessConfig.t() | nil
}
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          @spec from_map(map()) :: t()


      


Creates a TreeSitterConfig struct from a map.
Examples
iex> Kreuzberg.TreeSitterConfig.from_map(%{"cache_dir" => "/tmp/grammars"})
%Kreuzberg.TreeSitterConfig{cache_dir: "/tmp/grammars"}
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          @spec to_map(t()) :: map()


      


Converts a TreeSitterConfig struct to a map.
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Tree-sitter process configuration for code extraction.
Controls which code elements are extracted during tree-sitter parsing.
Fields
	:structure - Extract structural items (default: true)
	:imports - Extract import statements (default: true)
	:exports - Extract export statements (default: true)
	:comments - Extract comments (default: false)
	:docstrings - Extract docstrings (default: false)
	:symbols - Extract symbol definitions (default: false)
	:diagnostics - Include parse diagnostics (default: false)
	:chunk_max_size - Maximum chunk size in bytes, nil disables chunking
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        Creates a TreeSitterProcessConfig struct from a map.
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        Converts a TreeSitterProcessConfig struct to a map.
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          @type t() :: %Kreuzberg.TreeSitterProcessConfig{
  chunk_max_size: non_neg_integer() | nil,
  comments: boolean(),
  content_mode: String.t() | nil,
  diagnostics: boolean(),
  docstrings: boolean(),
  exports: boolean(),
  imports: boolean(),
  structure: boolean(),
  symbols: boolean()
}
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Creates a TreeSitterProcessConfig struct from a map.
Examples
iex> Kreuzberg.TreeSitterProcessConfig.from_map(%{"structure" => true, "comments" => true})
%Kreuzberg.TreeSitterProcessConfig{structure: true, comments: true}
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          @spec to_map(t()) :: map()


      


Converts a TreeSitterProcessConfig struct to a map.
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Structure representing a URI extracted from a document.
Matches the Rust Uri struct.
Fields
	:url - The URL string
	:label - Optional display label for the URI
	:page - Optional page number where the URI appears
	:kind - The kind of URI (e.g., "hyperlink", "image", "anchor")


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_map(data)

      


        Creates a Uri struct from a map.
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        Converts a Uri struct to a map.
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          @type t() :: %Kreuzberg.Uri{
  kind: String.t(),
  label: String.t() | nil,
  page: integer() | nil,
  url: String.t()
}
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          @spec from_map(map()) :: t()


      


Creates a Uri struct from a map.
Examples
iex> Kreuzberg.Uri.from_map(%{
...>   "url" => "https://example.com",
...>   "label" => "Example",
...>   "page" => 1,
...>   "kind" => "hyperlink"
...> })
%Kreuzberg.Uri{
  url: "https://example.com",
  label: "Example",
  page: 1,
  kind: "hyperlink"
}
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          @spec to_map(t()) :: map()


      


Converts a Uri struct to a map.
Examples
iex> uri = %Kreuzberg.Uri{url: "https://example.com", kind: "hyperlink"}
iex> Kreuzberg.Uri.to_map(uri)
%{
  "url" => "https://example.com",
  "label" => nil,
  "page" => nil,
  "kind" => "hyperlink"
}
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Enumeration of URI kinds.
Matches the Rust UriKind enum.
Values
	:hyperlink - Standard hyperlink
	:image - Image URI
	:anchor - Anchor link
	:citation - Citation URI
	:reference - Reference URI
	:email - Email URI
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          @spec values() :: [t()]


      


Returns all valid UriKind values.
Examples
iex> Kreuzberg.UriKind.values()
[:hyperlink, :image, :anchor, :citation, :reference, :email]
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Utility functions for Kreuzberg extraction operations.
This module provides helper functions for MIME type detection and validation,
extension mapping, embedding preset management, and error classification.
These utilities are essential for pre-extraction validation and post-extraction
analysis.
MIME Type Operations
	detect_mime_type/1 - Detect MIME type from binary data using content inspection
	detect_mime_type_from_path/1 - Detect MIME type from file path using extension
	validate_mime_type/1 - Validate that a MIME type string is supported
	get_extensions_for_mime/1 - Get file extensions associated with a MIME type

Embedding Presets
	list_embedding_presets/0 - List all available embedding model presets
	get_embedding_preset/1 - Get detailed information about a specific preset

Error Handling
	classify_error/1 - Classify error messages into semantic error categories
	get_error_details/0 - Get information about all error categories

Examples
# MIME type detection
{:ok, mime_type} = Kreuzberg.UtilityAPI.detect_mime_type(pdf_binary)
{:ok, mime_type} = Kreuzberg.UtilityAPI.detect_mime_type_from_path("document.pdf")

# MIME type validation
{:ok, _} = Kreuzberg.UtilityAPI.validate_mime_type("application/pdf")
{:error, _} = Kreuzberg.UtilityAPI.validate_mime_type("invalid/type")

# Extension mapping
{:ok, extensions} = Kreuzberg.UtilityAPI.get_extensions_for_mime("application/pdf")

# Embedding presets
{:ok, presets} = Kreuzberg.UtilityAPI.list_embedding_presets()
{:ok, preset} = Kreuzberg.UtilityAPI.get_embedding_preset("balanced")

# Error classification
atom = Kreuzberg.UtilityAPI.classify_error("File not found")
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        classify_error(error_message)

      


        Classify an error message into a semantic error category.



    


    
      
        detect_mime_type(data)

      


        Detect the MIME type of binary data using content inspection.



    


    
      
        detect_mime_type_from_path(path)

      


        Detect the MIME type of a file using its path and extension.
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        Get detailed information about a specific embedding preset.



    


    
      
        get_error_details()

      


        Get information about all error categories.
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        Get all file extensions associated with a given MIME type.
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        List all available embedding model presets.
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        Validate that a MIME type string is supported by Kreuzberg.
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          @spec classify_error(String.t()) :: atom()


      


Classify an error message into a semantic error category.
Analyzes error messages using pattern matching and heuristics to categorize them
into predefined error types, useful for error handling and user feedback.
Parameters
	error_message - Error message string to classify

Returns
	error_atom - Atom representing the error category

Error Categories
	:io_error - File I/O related errors (file not found, permission denied, etc.)
	:invalid_format - File format errors (corrupted files, unsupported formats, etc.)
	:invalid_config - Configuration or parameter errors
	:ocr_error - OCR engine or processing errors
	:extraction_error - General extraction failures
	:unknown_error - Errors that don't match other categories

Examples
iex> Kreuzberg.UtilityAPI.classify_error("File not found: /path/to/file.pdf")
:io_error

iex> Kreuzberg.UtilityAPI.classify_error("Invalid PDF format")
:invalid_format

iex> Kreuzberg.UtilityAPI.classify_error("OCR engine failed")
:ocr_error

iex> Kreuzberg.UtilityAPI.classify_error("Unknown error occurred")
:unknown_error
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          @spec detect_mime_type(binary()) :: {:ok, String.t()} | {:error, String.t()}


      


Detect the MIME type of binary data using content inspection.
Analyzes the binary content to determine the file format, supporting a wide range
of document and image formats. This is more reliable than extension-based detection
for files that may have incorrect extensions.
Parameters
	data - Binary data to analyze (any document or image format)

Returns
	{:ok, mime_type} - Detected MIME type as a string (e.g., "application/pdf")
	{:error, reason} - Error if detection fails

Examples
iex> pdf_binary = File.read!("document.pdf")
iex> {:ok, mime} = Kreuzberg.UtilityAPI.detect_mime_type(pdf_binary)
iex> mime
"application/pdf"

iex> image_binary = File.read!("photo.jpg")
iex> {:ok, mime} = Kreuzberg.UtilityAPI.detect_mime_type(image_binary)
iex> mime
"image/jpeg"
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          @spec detect_mime_type_from_path(String.t() | Path.t()) ::
  {:ok, String.t()} | {:error, String.t()}


      


Detect the MIME type of a file using its path and extension.
Uses file extension and optional content inspection to determine the file format.
Faster than binary content analysis but may be less reliable for files with
incorrect extensions.
Parameters
	path - File path as a string or Path.t()

Returns
	{:ok, mime_type} - Detected MIME type as a string
	{:error, reason} - Error if detection fails

Examples
iex> {:ok, mime} = Kreuzberg.UtilityAPI.detect_mime_type_from_path("document.pdf")
iex> mime
"application/pdf"

iex> {:ok, mime} = Kreuzberg.UtilityAPI.detect_mime_type_from_path("spreadsheet.xlsx")
iex> mime
"application/vnd.openxmlformats-officedocument.spreadsheetml.sheet"
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          @spec get_embedding_preset(String.t()) :: {:ok, map()} | {:error, String.t()}


      


Get detailed information about a specific embedding preset.
Retrieves comprehensive details about a named embedding preset, including model
information, chunk configuration, and dimensionality.
Parameters
	preset_name - Name of the embedding preset (e.g., "fast", "balanced", "quality", "multilingual")

Returns
	{:ok, preset_info} - Map containing preset details with keys:	"name" - Preset name
	"chunk_size" - Chunk size in tokens for processing
	"overlap" - Chunk overlap in tokens
	"dimensions" - Embedding vector dimension
	"description" - Human-readable description


	{:error, reason} - Error if preset not found

Examples
iex> {:ok, preset} = Kreuzberg.UtilityAPI.get_embedding_preset("fast")
iex> preset["name"]
"fast"
iex> preset["dimensions"]
384

iex> {:ok, preset} = Kreuzberg.UtilityAPI.get_embedding_preset("quality")
iex> is_map(preset)
true
iex> preset["chunk_size"]
512

iex> {:error, _} = Kreuzberg.UtilityAPI.get_embedding_preset("nonexistent")
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          @spec get_error_details() :: {:ok, map()} | {:error, String.t()}


      


Get information about all error categories.
Returns a structured map describing all error classification categories that can be
returned by the error classification system.
Returns
	{:ok, error_details} - Map where keys are error category atoms and values are
descriptions and example patterns for each category

Examples
iex> {:ok, details} = Kreuzberg.UtilityAPI.get_error_details()
iex> is_map(details)
true
iex> Map.has_key?(details, :io_error)
true
iex> details[:io_error]["examples"]
["File not found", "Permission denied", "No such file or directory"]
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          @spec get_extensions_for_mime(String.t()) ::
  {:ok, [String.t()]} | {:error, String.t()}


      


Get all file extensions associated with a given MIME type.
Maps a MIME type to its commonly used file extensions, which can be useful for
file naming, validation, or user interface purposes.
Parameters
	mime_type - MIME type string (e.g., "application/pdf")

Returns
	{:ok, extensions} - List of file extensions (without dot, e.g., ["pdf"])
	{:error, reason} - Error if MIME type is not found

Examples
iex> {:ok, exts} = Kreuzberg.UtilityAPI.get_extensions_for_mime("application/pdf")
iex> exts
["pdf"]

iex> {:ok, exts} = Kreuzberg.UtilityAPI.get_extensions_for_mime("image/jpeg")
iex> exts
["jpg", "jpeg"]

iex> {:ok, exts} = Kreuzberg.UtilityAPI.get_extensions_for_mime("text/plain")
iex> exts
["txt"]
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          @spec list_embedding_presets() :: {:ok, [String.t()]} | {:error, String.t()}


      


List all available embedding model presets.
Returns the names of all embedding presets configured in Kreuzberg, which can be
used with the embedding configuration options during extraction.
Returns
	{:ok, presets} - List of preset names as strings
	{:error, reason} - Error if retrieval fails

Examples
iex> {:ok, presets} = Kreuzberg.UtilityAPI.list_embedding_presets()
iex> presets
["balanced", "fast", "quality", "multilingual"]

iex> Enum.member?(presets, "balanced")
true
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          @spec validate_mime_type(String.t()) :: {:ok, String.t()} | {:error, String.t()}


      


Validate that a MIME type string is supported by Kreuzberg.
Checks if the provided MIME type is in the list of supported formats that can be
processed by Kreuzberg extractors.
Parameters
	mime_type - MIME type string to validate (e.g., "application/pdf")

Returns
	{:ok, mime_type} - Returns the MIME type if valid
	{:error, reason} - Error if MIME type is not supported

Examples
iex> {:ok, _} = Kreuzberg.UtilityAPI.validate_mime_type("application/pdf")

iex> {:error, _} = Kreuzberg.UtilityAPI.validate_mime_type("application/invalid")

iex> {:ok, _} = Kreuzberg.UtilityAPI.validate_mime_type("image/jpeg")
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Configuration validators for Kreuzberg extraction options.
This module provides validation functions for various configuration parameters
used in document extraction. Each validator returns either :ok for valid input
or {:error, reason} for invalid input.
All validators delegate to corresponding Rust NIF implementations for consistent
validation logic across language bindings.
Validator Functions
	validate_chunking_params/1 - Validate chunking configuration parameters
	validate_language_code/1 - Validate ISO 639 language codes
	validate_dpi/1 - Validate DPI (dots per inch) values
	validate_confidence/1 - Validate confidence threshold values (0.0-1.0)
	validate_ocr_backend/1 - Validate OCR backend names
	validate_binarization_method/1 - Validate image binarization methods
	validate_tesseract_psm/1 - Validate Tesseract Page Segmentation Mode values
	validate_tesseract_oem/1 - Validate Tesseract OCR Engine Mode values

Examples
iex> Kreuzberg.Validators.validate_language_code("en")
:ok

iex> Kreuzberg.Validators.validate_language_code("invalid")
{:error, "Invalid language code 'invalid'. Use ISO 639-1 (2-letter, e.g., 'en', 'de') or ISO 639-3 (3-letter, e.g., 'eng', 'deu') codes. Common codes: en, de, fr, es, it, pt, nl, pl, ru, zh, ja, ko, ar, hi, th."}

iex> Kreuzberg.Validators.validate_dpi(300)
:ok

iex> Kreuzberg.Validators.validate_dpi(0)
{:error, "Invalid DPI value '0'. Must be a positive integer, typically 72-600."}

iex> Kreuzberg.Validators.validate_confidence(0.5)
:ok

iex> Kreuzberg.Validators.validate_confidence(1.5)
{:error, "Invalid confidence threshold '1.5'. Must be between 0.0 and 1.0."}

iex> Kreuzberg.Validators.validate_ocr_backend("tesseract")
:ok

iex> Kreuzberg.Validators.validate_ocr_backend("invalid_backend")
{:error, "Invalid OCR backend 'invalid_backend'. Valid options are: tesseract, easyocr, paddleocr"}

iex> Kreuzberg.Validators.validate_binarization_method("otsu")
:ok

iex> Kreuzberg.Validators.validate_binarization_method("invalid")
{:error, "Invalid binarization method 'invalid'. Valid options are: otsu, adaptive, sauvola"}

iex> Kreuzberg.Validators.validate_tesseract_psm(6)
:ok

iex> Kreuzberg.Validators.validate_tesseract_psm(14)
{:error, "Invalid tesseract PSM value '14'. Valid range is 0-13. Common values: 3 (auto), 6 (single block), 11 (sparse text)."}

iex> Kreuzberg.Validators.validate_tesseract_oem(1)
:ok

iex> Kreuzberg.Validators.validate_tesseract_oem(4)
{:error, "Invalid tesseract OEM value '4'. Valid range is 0-3. 0=Legacy, 1=LSTM, 2=Legacy+LSTM, 3=Default"}

iex> Kreuzberg.Validators.validate_chunking_params(%{"max_chars" => 1000, "max_overlap" => 200})
:ok

iex> Kreuzberg.Validators.validate_chunking_params(%{"max_chars" => 100, "max_overlap" => 150})
{:error, "max_overlap (150) must be less than max_chars (100)"}
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          @spec validate_binarization_method(String.t()) :: :ok | {:error, String.t()}


      


Validate an image binarization method.
Binarization method must be one of the supported methods: otsu, adaptive, or sauvola.
Parameters
	method - A string representing the binarization method

Returns
	:ok - If the binarization method is valid
	{:error, reason} - If the binarization method is invalid

Valid Methods
	"otsu" - Otsu's method for automatic threshold selection
	"adaptive" - Adaptive binarization based on local statistics
	"sauvola" - Sauvola's method for document image binarization

Examples
iex> Kreuzberg.Validators.validate_binarization_method("otsu")
:ok

iex> Kreuzberg.Validators.validate_binarization_method("adaptive")
:ok

iex> Kreuzberg.Validators.validate_binarization_method("sauvola")
:ok

iex> Kreuzberg.Validators.validate_binarization_method("invalid")
{:error, _}
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          @spec validate_chunking_params(map()) :: :ok | {:error, String.t()}


      


Validate chunking configuration parameters.
Validates that chunking parameters are valid:
	max_chars must be greater than 0
	max_overlap must be less than max_chars

Parameters
	params - A map with keys:	"max_chars" or :max_chars - Maximum characters per chunk (required)
	"max_overlap" or :max_overlap - Overlap between chunks (required)



Returns
	:ok - If parameters are valid
	{:error, reason} - If parameters are invalid

Examples
iex> Kreuzberg.Validators.validate_chunking_params(%{"max_chars" => 1000, "max_overlap" => 200})
:ok

iex> Kreuzberg.Validators.validate_chunking_params(%{max_chars: 1000, max_overlap: 200})
:ok

iex> Kreuzberg.Validators.validate_chunking_params(%{"max_chars" => 0, "max_overlap" => 100})
{:error, "max_chars must be greater than 0"}

iex> Kreuzberg.Validators.validate_chunking_params(%{"max_chars" => 100, "max_overlap" => 150})
{:error, "max_overlap (150) must be less than max_chars (100)"}
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          @spec validate_confidence(float()) :: :ok | {:error, String.t()}


      


Validate a confidence threshold value.
Confidence thresholds must be between 0.0 and 1.0 inclusive.
Parameters
	confidence - A float representing a confidence threshold

Returns
	:ok - If the confidence value is valid
	{:error, reason} - If the confidence value is invalid

Valid Range
	Minimum: 0.0
	Maximum: 1.0

Examples
iex> Kreuzberg.Validators.validate_confidence(0.5)
:ok

iex> Kreuzberg.Validators.validate_confidence(0.0)
:ok

iex> Kreuzberg.Validators.validate_confidence(1.0)
:ok

iex> Kreuzberg.Validators.validate_confidence(-0.1)
{:error, _}

iex> Kreuzberg.Validators.validate_confidence(1.5)
{:error, _}
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          @spec validate_dpi(integer()) :: :ok | {:error, String.t()}


      


Validate a DPI (dots per inch) value.
DPI should be a positive integer, typically in the range 72-600.
The maximum allowed DPI is 2400.
Parameters
	dpi - A positive integer representing DPI

Returns
	:ok - If the DPI value is valid
	{:error, reason} - If the DPI value is invalid

Valid Range
	Minimum: 1
	Maximum: 2400
	Typical values: 72, 96, 150, 300, 600

Examples
iex> Kreuzberg.Validators.validate_dpi(96)
:ok

iex> Kreuzberg.Validators.validate_dpi(300)
:ok

iex> Kreuzberg.Validators.validate_dpi(0)
{:error, _}

iex> Kreuzberg.Validators.validate_dpi(-1)
{:error, _}
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          @spec validate_language_code(String.t()) :: :ok | {:error, String.t()}


      


Validate an ISO 639 language code.
Accepts both 2-letter ISO 639-1 codes (e.g., "en", "de") and
3-letter ISO 639-3 codes (e.g., "eng", "deu").
Parameters
	code - A language code string (e.g., "en", "eng", "de", "deu")

Returns
	:ok - If the language code is valid
	{:error, reason} - If the language code is invalid

Valid Language Codes
Supports major languages including:
	ISO 639-1 (2-letter): en, de, fr, es, it, pt, nl, pl, ru, zh, ja, ko, ar, hi, th, and more
	ISO 639-3 (3-letter): eng, deu, fra, spa, ita, por, nld, pol, rus, zho, jpn, kor, and more

Examples
iex> Kreuzberg.Validators.validate_language_code("en")
:ok

iex> Kreuzberg.Validators.validate_language_code("eng")
:ok

iex> Kreuzberg.Validators.validate_language_code("de")
:ok

iex> Kreuzberg.Validators.validate_language_code("invalid")
{:error, _}
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          @spec validate_ocr_backend(String.t()) :: :ok | {:error, String.t()}


      


Validate an OCR backend name.
OCR backend must be one of the supported backends: tesseract, easyocr, or paddleocr.
Parameters
	backend - A string representing the OCR backend name

Returns
	:ok - If the backend name is valid
	{:error, reason} - If the backend name is invalid

Valid Backends
	"tesseract" - Tesseract OCR engine
	"easyocr" - EasyOCR engine
	"paddleocr" - PaddleOCR engine

Examples
iex> Kreuzberg.Validators.validate_ocr_backend("tesseract")
:ok

iex> Kreuzberg.Validators.validate_ocr_backend("easyocr")
:ok

iex> Kreuzberg.Validators.validate_ocr_backend("paddleocr")
:ok

iex> Kreuzberg.Validators.validate_ocr_backend("invalid_backend")
{:error, _}
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          @spec validate_tesseract_oem(integer()) :: :ok | {:error, String.t()}


      


Validate a Tesseract OCR Engine Mode (OEM) value.
OEM values range from 0 to 3 and control which OCR engine Tesseract uses.
Parameters
	oem - An integer representing the OEM mode (0-3)

Returns
	:ok - If the OEM value is valid
	{:error, reason} - If the OEM value is invalid

Valid OEM Values
	0 - Legacy engine only
	1 - Neural nets LSTM engine only
	2 - Legacy + LSTM engines (best accuracy)
	3 - Default (use whatever is available)

Examples
iex> Kreuzberg.Validators.validate_tesseract_oem(0)
:ok

iex> Kreuzberg.Validators.validate_tesseract_oem(1)
:ok

iex> Kreuzberg.Validators.validate_tesseract_oem(4)
{:error, _}

iex> Kreuzberg.Validators.validate_tesseract_oem(-1)
{:error, _}
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          @spec validate_tesseract_psm(integer()) :: :ok | {:error, String.t()}


      


Validate a Tesseract Page Segmentation Mode (PSM) value.
PSM values range from 0 to 13 and control how Tesseract segments the page.
Parameters
	psm - An integer representing the PSM mode (0-13)

Returns
	:ok - If the PSM value is valid
	{:error, reason} - If the PSM value is invalid

Valid PSM Values
	0 - Orientation and script detection only
	1 - Automatic page segmentation with OSD
	2 - Automatic page segmentation, but no OSD, or OCR
	3 - Fully automatic page segmentation, but no OSD (default)
	4 - Assume a single column of text of variable sizes
	5 - Assume a single uniform block of vertically aligned text
	6 - Assume a single uniform block of text (most common)
	7 - Treat the image as a single text line
	8 - Treat the image as a single word
	9 - Treat the image as a single word in a circle
	10 - Treat the image as a single character
	11 - Sparse text; find as much text as possible in no particular order
	12 - Sparse text with OSD
	13 - Raw line: treat the image as a single text line, bypassing hacks that are Tesseract-specific

Examples
iex> Kreuzberg.Validators.validate_tesseract_psm(3)
:ok

iex> Kreuzberg.Validators.validate_tesseract_psm(6)
:ok

iex> Kreuzberg.Validators.validate_tesseract_psm(14)
{:error, _}

iex> Kreuzberg.Validators.validate_tesseract_psm(-1)
{:error, _}
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Year range for bibliographic metadata.
Matches the Rust YearRange struct.
Fields
	:min - Minimum year
	:max - Maximum year
	:years - List of individual years
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  max: non_neg_integer() | nil,
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Exception module for Kreuzberg extraction errors.
Defines error types and provides standardized error handling for all
extraction and configuration-related failures in the Kreuzberg library.
Error Types
All errors inherit from this exception and include:
	:message - Human-readable error description
	:reason - Categorized error reason (atom)
	:context - Optional additional context about the error

Exceptions
	Kreuzberg.Error - Base exception for all Kreuzberg errors

Examples
iex> raise Kreuzberg.Error, message: "Invalid PDF", reason: :invalid_format
** (Kreuzberg.Error) Invalid PDF

iex> try do
...>   raise Kreuzberg.Error, message: "OCR failed", reason: :ocr_error
...> rescue
...>   e in Kreuzberg.Error ->
...>     {e.message, e.reason}
...> end
{"OCR failed", :ocr_error}
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  | :embedding_error
  | :nif_error
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          @type t() :: %Kreuzberg.Error{
  __exception__: true,
  context: map() | nil,
  message: String.t() | nil,
  reason: atom() | nil
}
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          @spec new(String.t(), reason(), map() | nil) :: t()


      


Creates a new Kreuzberg error.
Parameters
	message - The error message (defaults to reason atom string)
	reason - The error reason (atom categorizing the error type)
	context - Optional map with additional error context

Returns
An exception struct that can be raised.
Examples
iex> error = Kreuzberg.Error.new("File not found", :io_error)
iex> error.message
"File not found"
iex> error.reason
:io_error

iex> error = Kreuzberg.Error.new(
...>   "Unsupported format",
...>   :invalid_format,
...>   %{"format" => "xyz", "supported" => ["pdf", "docx"]}
...> )
iex> error.context
%{"format" => "xyz", "supported" => ["pdf", "docx"]}
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          @spec to_string(t()) :: String.t()


      


Converts an error to a descriptive string representation.
Includes the message and reason, with context details if available.
Parameters
	error - A Kreuzberg.Error struct

Returns
A formatted error string.
Examples
iex> error = Kreuzberg.Error.new("Failed to extract", :extraction_error)
iex> Kreuzberg.Error.to_string(error)
"Failed to extract (extraction_error)"

iex> error = Kreuzberg.Error.new(
...>   "Invalid format",
...>   :invalid_format,
...>   %{"details" => "unsupported"}
...> )
iex> Kreuzberg.Error.to_string(error)
"Invalid format (invalid_format) - context: %{\"details\" => \"unsupported\"}"
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